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825040

Executive summary
The main objective of the RADON project is to define an open source DevOps framework to facilitate
the adoption of serverless function-as-a-service (FaaS) technology in industrial software
development. With this primary objective, during the initial months of the project, the consortium
tried to identify the guiding concepts behind the RADON framework. Based on this work, in this
document, we present the key methods and tools that will be made available to the RADON end
users, through a running case of a “thumbnail generation” serverless application. The deliverable also
presents the requirements and usage scenarios for the RADON tools that will comprise the framework
and for the three industrial use case scenarios that will be developed to validate them. The document
also discusses the positioning of RADON with respect to existing codebases with initial reuse plans.
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Glossary
AR

Application Repository

ASP

Answer Set Programming

AWS

Amazon Web Services

BAN

Body Area Network

CAPEX

CApital EXpense

CDL

Constraint Definition Language

CSAR

Cloud Service Archive

DA

Deployment Artifact

FaaS

Function-as-a-Service

GMT

Graphical Modelling Tool

IDE

Integrated Development Environment

ILP

Inductive Logic Programming

ISV

Independent Software Vendor

IaC

Infrastructure as Code

KPI

Key Performance Indicator

NFV

Network Function Virtualization

OCL

Object Constraint Language

OPEX

OPerating EXpense

POI

Places Of Interest

QT

Quality Testing

RR

Robotic Rollator

SFC

Service Function Chaining

TOSCA

Topology and Orchestration Specification for Cloud Applications
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1.

Introduction

The main objective of the RADON project is to define an open source DevOps framework to facilitate
the adoption of serverless function-as-a-service (FaaS) technology in industrial software
development. In this deliverable, we document the results of the initial requirement analysis for the
framework and of the conceptualization phase that was held in the initial months of the project. These
results will guide the implementation of the framework during the rest of the project.

1.1.

Deliverable objectives

The present deliverable has four main objectives:
1. Identify the guiding concepts behind the RADON framework, including the definition of the
key technologies, reference architectures, and DevOps methods and tools that will be made
available to the RADON end users.
2. Present an initial review of relevant code open source baselines for the project, in alignment
to the principle of innovating on top of industrial-strength solutions available from past and
ongoing EU projects. Reuse strategies are outlined for such baselines within the project,
ranging from methodological reuse to code integration.
3. Make the results of the conceptualization phase accessible to the public by highlighting what
the RADON framework is meant to offer in practice through a running case of a “thumbnail
generation” serverless application.
4. Elicit requirements and use case scenarios for the RADON tools that will comprise the
framework and for the 3 industrial use case scenarios that will be developed to validate them.

1.2.

Overview of main achievements

With the work done as part of this deliverable, the consortium makes several contributions:
1. The RADON core concepts and reference application-level technologies that will be part of
the RADON tools’ development are presented.
2. A model for requirements elicitation strategy is defined together with RADON framework
actors and external stakeholders.
3. The initial requirements of the RADON tools have been identified through the industrial use
cases and the running toy example, a “thumbnail generation” serverless application.
4. The initial requirements are documented in a shared repository, whose progress can now be
monitored as the project progresses further. A companion document is supplied with this
deliverable which lists the current project requirements (about 150 requirements).
5. The positioning of the RADON tools with respect to existing codebases and industrial needs
have been clearly identified.

1.3.

Structure of the document

The rest of the deliverable is structured as follows.
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● Section 2 develops the core RADON concepts and lists the reference application level
technologies.
● Section 3 discusses the tools that are being developed in RADON and presents their
positioning with respect to existing codebases, industrial needs, and the serverless technology
landscape.
● Section 4 presents the “thumbnail generation” serverless toy application and illustrates the
empirical vision for each tool composing the RADON framework.
● Section 5 presents the requirements elicitation strategy, the RADON framework actors and
external requirements and feedbacks.
● Section 6 presents the requirements and usage scenarios for the RADON tools as well as for
the three industrial use case scenarios. The detailed requirements are provided, in the
companion document, to the deliverable.
● Section 7 draws the conclusions and outlines expected follow-up actions after this deliverable.

2.

RADON core concepts

In this section, we outline the key decisions taken during the definition of the RADON framework.
We begin with reviewing general use cases for serverless technology (Section 2.1), which we have
gathered from discussion with stakeholders and by surveying online and scientific literature
materials. This part is followed by an overview of the RADON approach (Section 2.2). Subsequently,
we discuss the reference application-level technologies (Section 2.3).

2.1. Serverless FaaS use cases
Today, serverless FaaS is seen by many as a way to quickly prototype a cloud-based application, e.g.
for customer demonstration purposes, without having to deal with complex infrastructure
management. In some cases, application demos can be built from reusable services in a matter of
hours, allowing a skilled programmer or consultant to experiment with novel software services in a
rapid manner.
Because serverless functions are short-lived and are automatically deallocated by the provider, FaaS
also reduces the risk of incurring unwarranted cloud costs, which is a significant plus in start-ups and
small companies. Businesses may benefit from FaaS by avoiding the management of cloud resources,
moving expenses from CAPEX to OPEX, lowering development and lead time to production. The
microservice architecture used in conjunction with FaaS allows fine-grained autoscaling capabilities
and significant flexibility and responsiveness compared with the monolithic structures.
Beside prototyping, serverless computing equips developers with a lightweight and powerful toolbox
for developing small ad-hoc or large application ecosystems. Currently, serverless is increasingly
important for real-time data analytics and connecting IoT devices to the cloud backend. For example,
the research made in [Spi19] unveils that one of the most popular use cases for serverless on Amazon
Lambda is the Amazon cloud-based voice service. On the other hand, FaaS can be innovatively used
elsewhere to support orchestration, e.g. using function just to lift up another service or make a cleanPage 9 of 75
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up after scale down. To be more precise, the FaaS use cases are found in, but not limited to, the
following areas mentioned by [Eyk17, Fox17, Spi19]:
●
●
●
●
●
●
●
●
●
●

Real-time data analytics
Real-time file processing
Support for batch processing, small or embarrassingly parallel processes
IoT, e.g. using FaaS to connect devices with end-users through cloud
Fintech, financial data analytics as data processing of transactions for insider trading or
managing accounts and trading actions
Automatic AWS account creation
Big Data platforms as MapReduce, or similar data pre/post processing in data flows
Serving static content/websites
Extract, transform, load data
Function used as a cron job

Even though FaaS is an effective tool, it is not yet appropriate for data rich/intensive operations,
mainly because of high I/O latency that is made by an object store used for communication between
the functions (e.g. S3, DynamoDB). Other downsides are stateless operation and frequently poor
networking/architectural/performance examples, as the latter is still being investigated in the context
of FaaS. The latencies of “cold starts” could be unpredictable and too slow, for example upon first
invocation after deployment of an application with tens or hundreds of serverless functions. For some
models as batch processing, functions could also be inappropriate, which mostly depends on the batch
flow rates. FaaS users are also limited by vendor lock-in, uncertain security and time duration limits
of a particular function.
The downsides of FaaS are not a problem of technology but frequently of the misuse. However, this
new computing paradigm is very appealing and popular in the areas listed above. This highlights the
everyday risks that new FaaS adopters may face upon deciding when and how to use FaaS. RADON
will offer an environment to lower learning curves and to offer quality assurance tools that will help
users to embrace FaaS in a rapid manner, thanks to DevOps automation, but also with methodological
guidance to do this effectively.

2.2. Core concepts and assumptions
In order to understand the technical and research vision for the RADON framework, we now identify
a primary usage scenario for the toolchain and a few secondary usage scenarios where specific
RADON assets and methods may help to execute selected activities.
2.2.1 Reference usage scenarios
Primary usage scenario: serverless application development. In this scenario, an independent
software vendor (ISV) intends to build a novel high-value software service to be added to its product
line. The ISV wants to do so by leveraging a composition of serverless FaaS and backend cloud
services. Such a decision normally follows an initial expression of interest by a customer for a simpler
FaaS-based prototype, hence a willingness and resources for the ISV to invest in more substantial
Page 10 of 75
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development are available. The company then needs a suitable toolchain to support the underpinning
development and delivery effort for the novel software product, possibly using multiple teams in
parallel.
RADON will tackle the above scenario with an integrated toolchain that holistically enables the
teamwork to define the high-value software service, covering multiple phases of the production
including initial architecture design, coding, testing and continuous delivery.
Secondary RADON usage scenarios:
1. Fast prototyping. In this scenario, one may envision the use of a DevOps toolchain to help
the rapid prototyping of a demo application based on FaaS. This is not a primary scenario
because one may not always want to use an advanced toolchain to create a small prototype.
If used in this context, though, RADON would still offer many benefits such as graphical
design of the topology, function reuse and debugging, and automated orchestration.
2. Monolith decomposition. In this scenario, the ISV owns a legacy monolith that needs to be
decomposed into microservices or serverless functions. It seeks for appropriate methods and
tools to carry out the refactoring. This is not a primary use case scenario for RADON because
FaaS enthusiasts and consultants advocate it to define new services that sit in parallel to
existing application, rather than to rework existing logic. However, this is still an important
usage scenario for the microservices-based architecture which RADON will support.
RADON tools for decomposition, optimization and verification can help to conduct the
monolith decomposition.
3. Data-intensive system. In this scenario, a data-intensive system needs to apply atomic data
processing, filtering, and transformation across multiple data pipelines. This is not a primary
usage scenario since FaaS suffers at the moment a data-goes-to-code anti-pattern and
furthermore functions often rely on object stores to read/write data. However, there exist
situations where ease of programming, maintenance and decomposition is more important
than performance. FaaS can be used in such situations as well. RADON treats data pipelines
as first-class citizens and therefore will provide modelling and orchestration abstractions to
easily link a complex data workflow with a data processing function via events generated
from the data.
Summarizing, FaaS spans a rich technology landscape in which RADON will position itself to
support the development process of complex high-value software services that start right after the
initial decision of business investment. In doing so, it will also define tools and methods applicable
to specific classes of applications and business situations that do not fit in this primary usage scenario.
2.2.2 General concepts and assumptions
In the rest of this section we overview several core concepts and initial decisions that better explain
what RADON is for, e.g., what type of cloud applications it will support, what relation we see with
the underpinning cloud provider services, our notions of models and quality, and several other
notions. In particular, we wish to answer or define the following statements:
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1. What kind of cloud deployment models will be supported for an application created with
RADON.
2. The intended notion of runtime environment in the context of serverless computing.
3. The types of models that will be used to reason upon the application architecture at designtime and enact automatically at orchestration.
4. The notion of quality assurance embraced within the project.
Deployment targets: public and hybrid clouds. During initial gathering of requirements in
discussion with 3rd parties, the consortium has observed that the use of FaaS-based solutions in
private cloud deployments alone is not common because FaaS requires a rich event-driven ecosystem
of platform services. To see the rationale, on platforms such as Amazon, the deposit of an image on
a S3 bucket then generates an event that can be handled by a FaaS function. RADON will support
such public cloud deployments. Offering the same in a private cloud environment is not obvious,
because the company would then need to have an internal cloud platform that supports holistically
events across various types of services. Therefore, RADON admits private cloud resources to be
considered only in the context of a hybrid cloud deployment, whereby certain portions of the
application logic or data may reside on the company premises, which still allows the bulk of the
event-driven part of the application to reside on the public cloud. This introduces data
synchronization and transport requirements between the public and cloud resources that the project
will support through the notion of data pipeline, i.e., a data workflow to ensure that serverless
functions and microservices have at their disposal the data needed to execute, and that this is
provisioned in a secure, scalable, and automated manner.
A serverless runtime platform: one possible design paradigm for RADON would be to provide a
runtime execution environment with customized event and custom platform services to automate the
application execution. RADON recognizes the importance of offering a standardized event
ontology to break lock-in from specific commercial services. It is envisioned that this ontology will
play a part during design, as discussed later. However, the project whenever possible will wrap
native cloud platform features as opposed to defining its own stack of platform services in the
runtime domain. Among the reasons for this design choice are that:
i)
ii)

iii)

RADON does not want to introduce serverful elements in a serverless application
architecture, which tend to arise with custom platforms;
cloud providers already offer a high level of event-driven integration between their
platform services, which is best exploited through wrapping rather than re-doing the same
with a custom, unavoidably more limited, solution;
because RADON is not intended to run in a fully private deployment, public cloud
services will normally be available to the end user.

Abstracting events: The RADON event ontology will be used in the design space as a way to
annotate RADON models with generic platform-independent events, which are later pinned to a
specific platform in a similar fashion as when a platform-independent node is refined into a platformspecific node. This modelling abstraction will allow to rely on architectural and verification tools
that are capable of reasoning in generic terms without being bound to a particular platform. At the
Page 12 of 75
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same time it will ease the migration of applications from a cloud to the other as the platformindependent part of the design will provide an advanced starting point for the refactoring activities.
The above characteristics of the RADON event ontology entail that the runtime part of the application
will be already pinned to a particular cloud-specific technology stack, as such the event ontology will
not be bound at runtime, but only used statically at design-time.
Software and orchestration models: under the reference primary scenario, an ISV wants to build
complex software services based on FaaS, microservices, and data pipelines, possibly starting from
an early FaaS-based prototype showcased to a customer. RADON will then allow the ISV to support
one or more teams in the iterative development of such application, through the combined use of
orchestration tools, Infrastructure-as-Code, and DevOps methods. All such methods orbit in RADON
around the orchestration models, which are annotated topological description of the application
components that carry additional requirements and constraints annotated in the models through a
language provided in RADON (called constrained definition language - CDL).
Two dimensions, referred to as abstraction level and granularity level respectively, can be
identified for nodes appearing in the models:
● Abstraction level: As the development and delivery cycles progress, the models will evolve
accordingly, through the addition of new nodes and a better specification and implementation
of the existing nodes. Models will initially feature mainly platform-independent nodes (e.g.,
a node that represents a serverless function to process images), which are abstractions that are
not yet deployable but that may be used for early-stage qualitative reasoning about costs and
performance. These nodes will then be progressively refined into platform-specific nodes
(e.g., a node that represents a Microsoft Azure function, with or without its associated code
depending on the development cycle). Over cycles, the characteristics of a node may change
at the discretion of the end users (e.g., a serverless function may be migrate from Microsoft
Azure to Amazon Web Services after a cycle of refactoring).
● Granularity level: It is unavoidable that a complex software application will encompass a
variety of components, ranging from microservices, to legacy monoliths, to serverless
functions, to data stores. RADON will support these node types for qualitative reasoning on
actions such as architecture decomposition and deployment optimization. Nodes in the
models can be simply seen as building blocks of heterogeneous complexity, representing the
application components. A RADON application or part thereof will consequently feature
different levels of architectural granularity, being either fine-grained (mostly serverless
functions), coarse-grained (mostly microservices), or monolithic (a large-scale, tightly
integrated, service). Different deployment and security patterns may be adopted depending
on the primary characteristics of the architecture so defined.
Quality characteristics: several efforts have been placed in the last 15 years to integrate into
software engineering, quantitative methods to design and satisfy at runtime performance, reliability,
security, and privacy requirements, either in a best-effort way or under stricter service-level
agreements. RADON recognizes the importance of aligning such practices with the emerging
software engineering toolchains in DevOps, serverless, and microservice-based architectures. A
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variety of issues including performance analysis, canary testing, IaC debugging, and security
verification in fine-grained architectures, present new research challenges that leave room for
original research work within RADON. As a research and innovation project with the ambition to
impact and influence the broader scientific and technical community, RADON will prioritize the
addressal of the new challenges that are unique to serverless and DevOps as opposed to provide lowrisk implementations to address standard quality issues using established paradigms.

2.3. Reference application-level technologies
This section presents the reference technologies that were discussed in the context of RADON to
answer the question: what technologies can be featured in an application created by an end user
using RADON? Table 2.1 provides an overview of such technologies, and whether they will be used
(according to the so-called MoSCoW prioritization method 1), along with comments on the challenges
or requirements in certain cases (e.g., a case study that a partner need RADON to support). We also
highlight whether a holistic support in each tool of the framework or a restricted support available
only in particular tools is expected.
Table 2.1. RADON-supported technologies for the user application

1

Technology type

Technology

Priority

Holistic
support?

Programming
language

Arbitrary

Must have

Yes

Validation will emphasize
Node.JS and Java.

Serverless platform

OpenFaaS

Must have

Yes

Main private cloud FaaS
platform.

Serverless platform

OpenWhisk

Could have

No, support focused on Steeper learning curve than
deployment.
OpenFaaS.

Serverless platform

AWS Lambda

Must have

Yes

Serverless platform

Google
Functions

Serverless platform

Microsoft Functions Must have

No

Data pipelines

Apache NiFi

Yes

Data pipelines

Amazon
Pipelines

Cloud Could have

Must have

Data Must have

framework Comments

Main public
platform.

No, support focused on Event
syntax
deployment.
transparent.

cloud

FaaS

is

not

Open source data pipeline
system.

No, support focused on Public cloud data pipeline
deployment.
service.

https://en.wikipedia.org/wiki/MoSCoW_method
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Data pipelines

Apache Kafka

Should have

No, support focused on Open source data pipeline
deployment and testing. technology. Required by QTTool baseline.

Object stores

S3

Must Have

Yes

Featured
in
demonstrator.

ATC

Database

MySQL

Must have

No, support focused on Featured
in
deployment.
demonstrator.

ENG

Database

MongoDB

Must have

No, support focused on Featured
in
deployment.
demonstrator.

ATC

Container
Virtualization

Docker

Must have

Yes

ATC

IaC

TOSCA

Must have

Yes

IaC

Ansible

Must have

No, support focused on
IaC defect prediction and
deployment toolchain.

IaC

Other (chef, puppet, Could have
serverless
framework)

No, support focused on
deployment toolchain

CI/CD

Jenkins

Must Have

No, support focused on Featured in PRQ and ATC
deployment toolchain
demonstrators

CI/CD

CircleCI

Could have

No, support focused on Commercial product but free
deployment toolchain
to use in particular setups.

3.

Featured
in
demonstrator.

RADON tools and positioning

In this section, we outline the tools that are planned to be developed as part of RADON. The tools
are briefly discussed in Section 3.1. Later, we outline the baseline technologies that RADON intends
to support as well as the outcomes of the code baselines of past and ongoing EU projects that the
consortium will consider during the research and technical development activities (Section 3.2).

3.1.

RADON tools

RADON will provide a set of advanced tools in line with a DevOps methodology to design,
prototype, deploy, test, verify and evolve complex applications built on serverless FaaS, services of
various granularity and data pipelines. Table 3.1 gives an overview of these tools.
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Table 3.1. An overview of the RADON tools.

Name

Description

Constraint Definition Language
(CDL)

A language for specifying formal requirements on RADON
models.

Verification Tool

A tool for verifying whether a RADON model conforms to
a specification expressed in the CDL.

Continuous Testing Tool

A tool for continuous design, evolution, deployment, and
execution of tests.

Integrated Development
Environment

A web-based development environment for multi-user usage
that integrates some of the RADON tools.

Graphical Modeling Tool

A web-based
applications.

Template Library

A common repository for templates, blueprints and modules
required for the application deployment.

Decomposition Tool

A tool for decomposing and optimally mapping nodes to
resources in RADON models.

Defect Prediction Tool

A tool focusing on Infrastructure-as-Code (IaC) correctness,
code smells detection and refactoring at IaC blueprints level.

Orchestrator

A tool for interpreting and executing RADON application
service templates.

tool

to

graphically

model

RADON

Data Pipeline Orchestration Module A module that extends the orchestrator with the capability
to control the life cycle of data pipelines, introducing the
ability to automate the movement and transformation of
data.
Monitoring System

A back-end service-based system to collect evidence from
the runtime environment for supporting quality assurance on
performance and security characteristics.

Function Hub

A public repository for open source contribution to reusable
functions by a group of end users.

Delivery Toolchain

A set of tools for software delivery.
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3.1.1.

Constraint Definition Language (CDL)

The Constraint Definition Language (CDL) will be a new specification language, which will be used
to annotate RADON models with formal requirements. The language will allow references to
predicates defined in the TOSCA model and allow users to define non-TOSCA predicates. Users will
be able to define pre- and post-conditions on functions, express functional and non-functional
requirements on privacy, security and cost, express that the RADON model must conform to
architectural patterns.
In addition to being able to express hard constraints on what the model must satisfy, the CDL will
also be able to express soft constraints on properties that the model should satisfy. Such soft
constraints will lead to a preference ordering over potential RADON models (with those breaking
the fewest constraints being preferred). It is also possible to give weights to soft constraints. This
would allow a user to express that some property (e.g. cost) should be minimised.
3.1.2.

Verification Tool

The CDL described in the previous section will allow a user to express the properties that a RADON
model must satisfy. The verification tool will allow a user to check whether their RADON model
conforms to a set of constraints expressed in the CDL. If the user’s RADON model does not conform
to the constraints, then an explanation will be given to aid the user in repairing the RADON model
(or weakening the constraints).
In addition to verifying a user’s CDL specification, the verification tool will be able to check for
potential race conditions and endless cycles. When race conditions and endless cycles are possible,
an execution trace will be given to the user as explanation.
The verification tool will work by translating the CDL specification (together with the TOSCA
model) into the language of Answer Set Programming (ASP) [Gel88, Bre11]. Existing ASP solvers
can then be used to check whether the TOSCA model is consistent with the specification. Using ASP
will also enable several extra features for the verification tool such as automatically suggesting
corrections to repair TOSCA models which do not conform to the specification. As there are existing
systems for learning ASP (such as ILASP 2), it will also be possible to learn a CDL specification
(encoded in ASP) from examples.
3.1.3.

Continuous Testing Tool

As a part of the CI/CD pipeline, the Continuous Testing tool will be used to execute tests in the latter
stages of the development, right before the deployment of an application, with the goal of detecting
performance issues. The tests in hand are generated based on the RADON model and the data
collected from the running system, to assure that the tests represent the conditions which are present
in production. The driver for tests will be the RADON’s CI/CD infrastructure, but they can also be
triggered manually.

2

ILASP: http://www.ilasp.com/
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For RADON models to include test-related information, we will be using annotations. They
represent test case specifications for components in a TOSCA model. Based on these annotated
models, the RADON framework generates test cases, deploys, and executes them. Regarding the
input data for the tests, initially it consists of predefined fixed sample inputs, but for running systems
it is extracted from the data collected using the monitoring tool, including also user workload. For
this purpose, the WESSBAS [Vog19] approach will be extended to support serverless FaaS. The goal
is also to extract the workload for particular components and therefore test them without having to
deploy the entire application, supporting the DevOps practices.
We also plan to extend the Quality Testing (QT) tool 3 from the DICE H2020 project for testing the
performance of data pipelines. QT tool was designed to analyse input traces of data intensive
applications (e.g. Apache Storm and Apache Spark) and to generate new input streams with similar
characteristics for stress testing.
For creating the test results, the raw logs from the load driver are processed, by also incorporating
the constraints. Reports to be processed by the CI/CD system and the UI are then generated.
3.1.4.

Integrated Development Environment

The Integrated Development Environment (IDE) of the RADON project provides a development
environment for multi-user usage. Based on the Eclipse Che 4 technology, it enables facilities for
development activities such as support for different program languages, debug functionalities, source
code editors with error checking capabilities. Moreover, the IDE provides to developers a shared
space where the RADON models, code and data can be accessed within a team and/or across teams
according to specific access control policies defined in the project.
Most of the RADON tools developed in the technical work packages (WP3-WP4-WP5) will be
integrated in the IDE so that these tools can be directly invoked and configured via a specific RADON
menu. In particular, some of them will be fully integrated in the IDE thanks to its extensibility
capabilities, e.g. a new Eclipse Che plug-in will be installed, while other tools will be accessed in an
external way in order to show, within the IDE, some data they have collected, e.g. monitoring data.
Therefore, the role of the IDE of the RADON project is twofold: to support development activities
in a team-based context and to provide an access point for the interactions with the RADON tools.
In particular, the IDE acts as the front-end of the RADON methodology guiding users through the
tool chain.
3.1.5.

Graphical Modelling Tool

RADON Graphical Modelling Tool (GMT) provides means to specify cloud application deployment
models using the TOSCA cloud modelling language. RADON GMT will be based on Eclipse
Winery, a web-based GMT that complies to TOSCA 1.0 XML standard and which has been used as
a basis for several research projects. Winery’s graphical user interface consists of two major parts:
(i) management and (ii) topology modelling user interfaces. The former is responsible for creation
3
4

DICE Quality Testing Tool: https://github.com/dice-project/DICE-Quality-Testing/wiki
Eclipse Che: https://www.eclipse.org/che/
Page 18 of 75

Deliverable 2.1: Initial requirements and baselines

and modification of the underlying TOSCA entities repository, whereas the latter allows graphically
defining application deployment models by means of TOSCA service templates. In addition, Winery
provides a REST API for enabling the programmatic access to its functionalities.
Both Winery’s GUIs complement each other and allow users to perform all required TOSCA
modelling tasks. The management GUI allows maintaining all related TOSCA entities, i.e., types and
templates that comprise TOSCA service templates. The topology modelling GUI provides a TOSCA
types palette that allows choosing from existing TOSCA entities repository and model the desired
application by dragging and dropping components, e.g., LambdaFunction, and connecting them
using standardized relationship types such as a HostedOn relationship. Modelers can specify
additional information for used components, e.g., define properties or attach deployment artifacts.
The resulting model can be stored to Winery’s file-based repository as well as exported in a TOSCAcompliant format, which can be consumed by the TOSCA-compliant orchestration engine.
3.1.6.

Template Library

The RADON template library stores TOSCA definitions of the building blocks for the applications
to be modelled and deployed with RADON. It extends the base TOSCA language and includes
instantiation mechanism for the building blocks through popular configuration managers (e.g.,
Ansible).
One specific part of the template library are also definitions that cover multiple providers in a unified
manner, enabling abstracted approach to various FaaS providers. They will encapsulate FaaS
functions, data and network flows, event triggers, object storages, rule and policy settings and other
essential parts of the complex FaaS application workflow. We denote a subset of these instructions
as FaaS abstraction layer, where the application deployment will need to be described in a high-level
configuration language and then at the deployment time translated into the configurations and API
calls of the target FaaS platform. One of the crucial benefits that FaaS abstraction layer brings to
RADON is the ability to deploy the same application to different FaaS providers, as the orchestrator
creates final configuration at the deployment time.
3.1.7.

Decomposition Tool

The decomposition tool aims to seek for optimal decomposition solutions for RADON applications
based on the microservice architecture and the serverless FaaS paradigm. Its features are envisioned
to be threefold: (i) architecture decomposition, (ii) deployment optimization, (iii) accuracy
enhancement.
The tool should first be able to decompose a monolithic RADON model into a coarse-grained or finegrained one by analysing functional dependencies among interfaces and applying appropriate
architectural design patterns. In the context of RADON, an application or model may be said to be
monolithic, coarse-grained or fine-grained depending on whether it consists of a monolith,
microservices or serverless functions with separate storages. The tool must also be able to optimize
the deployment scheme for either a platform-independent or a platform-specific RADON model so
that the operating costs on target cloud platform are minimized under the performance requirements.
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This optimization problem will be solved through a model-driven approach on the basis of the pricing
model adopted by the target cloud platform and the performance model transformed from the
RADON model. The tool could additionally be able to enhance the accuracy of a deployable RADON
model using runtime monitoring data, which may be helpful to achieve a better result for deployment
optimization.
3.1.8.

Defect Prediction Tool

The Defect Prediction tool will focus on Infrastructure-as-Code (IaC) correctness. Recall that IaC is
machine-readable code (IaC blueprints) that manages and provisions infrastructure. This tool focuses
on IaC blueprints in the form of TOSCA YAML files or Ansible configuration playbooks.
The Defect Prediction Tool consists of two main components, namely the underlying model and the
continuous feedback integrated with the IDE. For the model, a set of IaC code smells and clean code
practices will be obtained by mining existing repositories (e.g., on Github and open source projects)
and involving practitioners (from the consortium and outside). The Defect Predictor tool will then
extract metrics and features from these IaC examples to guide the empirical training and enrichment
of the model regarding IaC quality metrics and indicators useful for defect prediction. Then, the
continuous feedback component integrated with the IDE will leverage the model to support
developers (as the intended end-users of the tool) on identifying or predicting problems (smells)
within their IaC blueprints. Ultimately the Defect Prediction tool will be able to aid developers in
refactoring their IaC blueprints to cope with state-of-the-art best practices and avoid code smells,
resulting in less error-prone IaC.
3.1.9.

Orchestrator

The goal of the orchestration is to enable putting TOSCA CSARs generated in Winery into action,
supporting first to deploy new instances of the application. The outcome of the deployment should
be two-fold: first, the runtime of the application instantiated from the service template becomes ready
for use after a process that is repeatable and predictable. Second, the orchestrator has to maintain an
internal representation of the state of the deployment. Knowing the state, in turn, enables the
orchestrator to perform further operations on a running deployment, including partial redeployments,
compliance checks, updates, and final tear-down of the application.
Orchestration in RADON will support both bootstrapping the RADON runtime platform as well as
deploy and manage the execution of the applications created by the users of RADON. The
expressiveness of TOSCA and the versatility of Ansible will enable managing concepts from
microservices, virtual machines in the cloud, function deployment, event wiring, data pipeline
management, and more.
The Data Pipeline Orchestration Module will be developed for orchestrating the flow of data in
RADON applications by deploying a set of composable and reusable data pipeline services and
initiating connections between the services to denote the flow of data. Each individual data pipeline
is specialized for a specific role (e.g. data acquisition, transformation, routing, delivery). Orchestrator
will deploy and configure each individual pipeline component as a standalone service and a set of
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Ansible playbooks will be used for controlling their lifecycle and to initiate the intermediate pipes
between data pipelines.
3.1.10.

Delivery Toolchain

Large and successful software projects are in constant cycle of development, testing, integration,
deployment and provision of applications. To make the lives of the developers and administrators
easier, RADON will create the so called delivery toolchain which will equip users with a platform
for deployment and orchestration. The delivery toolchain will comprise of the tools and
configurations that will set up and instantiate the whole deployment toolchain as in continuous
development and continuous integration.
The idea is to have a single point of configuration for the following tools:
● CI/CD - Continuous development and continuous integration which includes all necessary
DevOps tasks initiating and continuously running code tests, integration tests and continuous
deployment in the production environment.
● The RADON Function Hub will provide a public repository for reusable functions, with open
access for contribution and use. Deploy directly or use as a base for developed FaaS based
applications.
● Orchestrator which goal is to deploy and scale application and takes care of each stage of
application environment separately (testing, production, etc.). Delivery toolchain includes the
instructions when the orchestrator needs to be executed to deploy application.
● The RADON Monitoring System, which is a part of the runtime environment, and is used to
gather the appropriate metrics and events for mainly two reasons: i) to facilitate monitoring
and logging capabilities for quality assurance and assessment at runtime, and ii) to provide
feedback to the RADON deployment tools for adhering to the various policies defined in the
service templates, used during the integration and deployment test cases.
● Toggle service is a service capable moving an application artifact from staging to production
environment using small and controlled steps. Could be applied also for special testing cases,
e.g. canary tests.

3.2.

Positioning with respect to other projects and code reuse

In this subsection, we provide an overview of the past and ongoing EU projects which we have
identified to have an influence on RADON project methodology or tools.
3.2.1.

Relation to other research projects

At proposal stage the consortium evaluated 13 projects (DICE, MODAClouds, OpenReq, STAMP,
MIKELANGELO, WITDOM, SEMIoTICS, CloudPerfect, COLA, ARCADIA, SUPERSEDE,
CloudSocket and CYCLONE) that have a significant overlap with RADON and a discussion of the
project positioning with respect to the initiative is given in the vision paper [Cas19]. During the
project inception stage we extended the study of recent cloud related projects and identified additional
8 projects that are significantly related to RADON. A number of other EU projects (ALIGNED,
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ACSI, CLOUDWAVE, COEMS, CROSSMINER, HyVar, IOStack, mF2C, REMICS) were also
considered, but we concluded that they did not have a significant relation to RADON goals or
methodological approach.
The resulting set of 21 related projects, including the 13 screened at proposal stage, were reviewed
by the consortium members to evaluate their relevance to the technical work plan of RADON and to
decide whether their software outputs could be adopted as baselines for either RADON tools or
methodology. The introduced projects were listed in Table 3.2:
Table 3.2: List other existing projects and their relation to RADON
BASMATI [http://www.basmati.cloud/] is a project jointly supported by EU Horizon 2020 and
South Korean Ministry of Science, which aims to develop a federated cloud brokerage platform
for managing heterogeneous cloud resources for large scale mobile services and data.
Relation to RADON. BASMATI also uses TOSCA for modelling the software services that need
to be deployed and proposed extensions for service life cycle management, web-service
agreements and application restructuring.
BEACON [http://www.beacon-project.eu/] project proposed a global virtualisation layer for
automated deployment of services across federated cloud infrastructures.
Relation to RADON. BEACON uses TOSCA templates for describing Network Function
Virtualization (NFV) and Service Function Chaining (SFC) level security policies, which is
relevant for the security constraints defined by the RADON Constraint Definition Language
(CDL).
DECIDE [https://www.decide-h2020.eu/] project’s main goal is to provide an integrated DevOps
tool-suite for tackling the design, development, and deployment of multi-cloud aware applications.
Relation to RADON. DECIDE also focuses on DevOps for multi-cloud applications, but they focus
on virtual machines and Docker containers and do not cover serverless applications. While
DECIDE project initially considered using deployment modelling languages (e.g. TOSCA,
CloudML) they use a custom model instead, which is not exposed to end users. Compared to
RADON, DECIDE tools will not be easily reusable outside the project ecosystem.
DITAS [https://www.ditas-project.eu/] project deals with supporting developers in designing dataintensive applications that will be deployed and executed in a hybrid environment consisting of
both cloud and edge resources. The developed SDK and distributed execution environment
exploits the data and computation movement strategies and also ensure the specified security and
privacy requirements.
Relation to RADON. DITAS mainly dealt with designing the data intensive applications based on
Node-RED, whereas RADON defines TOSCA blueprints for deploying more general microservice
and serverless based applications and data pipelines across a wide range of cloud providers.
ELASTEST [https://elastest.eu/] aims to create an open source scalable testing platform for
evaluating distributed applications.
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Relation to RADON. ELASTEST is relevant for the testing and verification tasks of RADON,
which could potentially utilize ELASTEST outputs for automating the deployment of tests,
collecting the data from them, and providing test result analysis. In addition, ELASTEST also uses
TOSCA to specify virtual resources required for test deployment.
Q-RAPIDS [http://www.q-rapids.eu/] aims to support DevOps decision-making throughout the
entire software lifecycle in a data-driven fashion. Project focuses on analytics management
platform, which supports specifically-designed KPIs that allow data-driven decision making in the
context of DevOps pipelines to be formalised as a specific research output - a DevOps lifecycle
model.
Relation to RADON. The project offers some methodological baselines to structure RADON
DevOps methodology in line with the state of the art and practice. RADON will add to the state of
the art a series of methodological scenarios through which the quality of infrastructure code can
be assessed and provide a continuous architecting and designing solution.
SeaClouds [http://www.seaclouds-project.eu] project aims to solve the problem of deploying
complex distributed systems across multi-cloud PaaS environments. SeaClouds focuses on
providing the tools for modelling, planning and controlling cloud applications regardless of the
underlying provider, resulting in improved QoS and QoB, SLA compliance, optimization, agility,
portability, and interoperability.
Relation to RADON. While SeaClouds has a strong focus on PaaS, it also uses TOSCA as a
standard to describe the deployment of applications. The PaaS related TOSCA extensions proposed
by the project may not be directly adaptable for RADON.
SWITCH [http://www.switchproject.eu/] provides an interactive environment for creating and
managing the entire lifecycle of time-critical self-adaptive cloud applications. It includes
middleware and front end tools for specifying time-critical requirements, deploying the
applications in cloud infrastructure, real-time monitoring, and autonomously adapting the
infrastructure to changing requirements. It mainly concentrates on optimising the deployment
configuration of the application in the cloud to guarantee meeting QoS requirements of time critical
applications.
Relation to RADON. SWITCH also follows the TOSCA standard. RADON's results will be
applicable to a wider range of applications, but SWITCH provides a useful baseline for time critical
data pipelines and execution deadlines. SWITCH's approach on monitoring time-critical
applications may also provide a valuable baseline for efficient collection of pipeline monitoring
data.
3.2.2.

Tools studied for relevance to RADON

From the projects identified at the proposal stage and the additional ones identified during the project
inception stage, we identified 68 tools (Table 3.3) as potential baselines. Each of these tools were
evaluated by the consortium to investigate whether they would provide a useful baseline for RADON
tools.
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Table 3.3: Tools from European projects that were evaluated as potential baselines for RADON.
Project Name

Tools
UML Profile, DICER - Deployment Modeling Tool, Delivery Tool, Simulation
Tool, Trace Checking Tool, Enhancement Tool, Quality Testing Tool,
Configuration Optimization Tool, Fault Injection Tool

DICE
STAMP

Descartes, CAMP

BASMATI

Application Controller, Federation Monitoring

BEACON

Broker, Security Agent

ELASTEST

ELASTEST, Toolbox, Service Manager

ARCADIA

ARCADIA Toolchain

COLA

MiCADO Framework

DECIDE

ACSml, ADAPT, ARCHITECT, DevOps Framework, MCSLA, OPTIMUS

SWITCH

SIDE, DRIP

MODAClouds

Creator 4Clouds, Venues 4Clouds, ADDapters 4Clouds, Tower 4Clouds, Space
4Clouds for Dev, Space 4Clouds for Ops
Privacy Security Evaluator, Deployment Engine, Logging Agent, Data
Analytics

DITAS
CloudPerfect

Profiling and Classification, Benchmarking Suite, 3ALib, QoE, Interference and
Mapping Models, Allocation Optimizer, Cloudiator

CloudSocket

AdonisCE, Adoxx, AdonisCloud, Allocation Tool, Fhoster livebase, yConnect,
Repository Manager, Workflow Engine, SLA Engine, Adoscore

SUPERSEDE

FAME tool

SEMIoTICS

SPDI Patterns, Semeantic Mediator, Monitoring Component, Local Embedded
Intelligence, SDN Controller

SeaClouds
q-rapids
3.2.3.

GUI and Dashboard, Discoverer, Planner, Deployer, Monitor, SLA Service
Q-rapids tools
Tools identified for reuse in RADON

Out of the 68 potential baseline tools, 9 tools were selected as the candidate methodological or
technical baselines for the RADON project. This section describes each of these tools, outlines their
relation to RADON tools and describes our initial reuse strategy. We considered three different types
of reuse: i) code reuse baseline - reusing a certain subset of the baseline implementation, ii)
dependency baseline - use the baseline implementation as is, without modification as an external
dependency, iii) methodological baseline - reuse the methodology of the baseline.
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Table 3.4: List of tools and their reuse strategy
Delivery Tool (DICE project) is an orchestrator for deploying data intensive applications that
have been described using Cloudify TOSCA YAML templates. It provides both web-based GUI
and CLI and is mainly aimed at continuous deployment of stream data processing pipelines in a
testing environment.
Related RADON tool: Orchestrator
Reuse Strategy: In RADON, the xOpera represents a reimplementation of the DICE Delivery Tool,
updating the supported DSL to standard TOSCA. The DICE outcome serves as a reference to
implementing the orchestration and supporting multiple IaaS. This is a methodological baseline
type of reuse.
Quality Testing Tool 6 (DICE project) is a tool for stress testing data intensive applications, mainly
supporting Apache Spark and Storm, but can also be used for other frameworks that use Apache
Kafka topics as input stream. It consists of two main modules: QT-GEN for generating input data
based on existing JSON traces and QT-LIB for injecting data producing component into an existing
application, which generates new stream of data for stress testing.
Related RADON tool: Continuous testing tool
Reuse Strategy: It was identified to be a potentially useful baseline for continuous testing tool, in
the context of data pipeline quality testing, which will take a similar approach for generating load
and injecting data producers into the pipeline under testing. We will evaluate whether QT-GEN
and QT-LIB can be used as dependency baselines as is or they need to be extended and used as
code reuse baselines.
Descartes 7 (STAMP project) is a plugin to the Java PIT mutation testing system for getting more
actionable and faster mutation analysis results using extreme mutation testing.
Related RADON tool: Defect prediction tool, Continuous testing tool
Reuse Strategy: This can be used as a methodological baseline for the defect-prediction tool
and/or continuous testing tool. While we have not planned mutation tests for serverless functions
and the tool is a plugin to a specific Java testing framework, it might be an interesting
methodological baseline for: (i) defect predictor for IaC, as the mutation operators in Descartes
could be adapted to inject defects in IaC code and then detect them; and (ii) continuous testing, as
the mutation operators could also be adapted for serverless/microservices in order to test the
correctness of different decompositions.
Configuration AMPlification or CAMP 8 (STAMP project) is a test configuration amplification
tool based on Docker. It uses sample configuration as input and generates new configurations for
testing. The tool uses Dockerfiles or Docker compose files as input and output modified
configurations. To identify variation points of configuration files users need to identify specific
5

5

DICE Delivery Tool: https://github.com/dice-project/DICE-Knowledge-Repository/wiki/DICE-KnowledgeRepository#delivery
6
DICE
Quality
Testing
https://github.com/dice-project/DICE-Knowledge-Repository/wiki/DICE-Knowledge-Repository#quality
7
STAMP Descartes tool: https://github.com/STAMP-project/pitest-descartes/blob/master/README.md
8
STAMP CAMP tool: https://github.com/STAMP-project/camp/blob/master/README.md
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features/properties in the Dockerfile, such as version of Java (or other libraries), base Docker image
(which OS, version, TAG). Such information is used to generate various Docker files as different
configuration of the application under testing.
Related RADON tool: Defect prediction tool
Reuse Strategy: This can be used as a methodological baseline and also as a dependency baseline
for the defect-prediction tool: we can adapt the mutation operators to inject defects to other IaC
languages (e.g., Ansible, TOSCA); and also use the tool as a dependency to inject mutations
(defects) in Dockerfiles of RADON applications, and then assess the capacity of the defectprediction tool to detect them (in case the defect-prediction tool covers Dockerfiles as IaC).
Application Controller 9 (BASMATI project) is the orchestration component for managing the
life-cycle of applications deployed in the federated cloud/edge nodes. The deployment status of an
application is stored in a separate Application Repository (AR). For the deployment modelling,
BASMATI proposed an extended TOSCA model that they call BASMATI Enriched Application
Model (BEAM). The source code link is not public and specific details about the functionality of
tools is rather sparse.
Related RADON tool: Orchestrator
Reuse Strategy: It is relevant for WP5, T5.1. However, we do not have access to the source code
(behind private Gitlab repository). In any case, it is not relevant for direct usage in RADON as an
orchestration tool, because our goal is to use xOpera orchestration tool. However, it may be useful
as a methodological baseline. We will investigate as part of D5.3 where and how we can borrow
some design principles and approaches.
Federation Monitoring 10 (BASMATI project) component collects information about the Virtual
Machine computing resource utilization using monitoring agents installed inside the VMs from all
members of the federation and stores them in a time series database. It also contains real-time
analysis module, alarm check module, and monitoring dashboard. The source code link is not
public and specific details about the functionality of tools is rather sparse.
Related RADON tool: Orchestrator (Methodological baseline)
Reuse Strategy: The methodological baseline reuse strategy will be used and only for VMs, not
serverless/FaaS services. The idea is to use it as a reference tool for deployment of RADON models
on VMs.
MiCADO Framework 11 (COLA project) is an auto-scaling framework for Docker applications
that supports container-level and VM-level scaling. It requires a TOSCA YAML blueprint
describing the application (for a Kubernetes deployment).
Related RADON tool: CDL
Reuse Strategy: In fact it focuses only on auto scaling Docker-based services. However, they
already have a couple of existing TOSCA policies expressing auto-scaling mechanisms. These
definitions are potential code reuse baselines in terms of defining and expressing auto-scaling
capabilities for certain RADON model elements (e.g., pipeline components).
9

BASMATI Application Controller: http://www.basmati.cloud/basmati-architecture-components
BASMATI Federation Monitoring: http://www.basmati.cloud/basmati-architecture-components
11
MiCADO Framework: https://project-cola.eu/about-micado/
10
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DevOps Framework (DECIDE project) aims to provide a web platform for team members in
DECIDE project, together with a set of independently-distributed modules.
Related RADON tool: DevOps methodology
Reuse Strategy: Will be used as methodological baseline in the scope of the definition of our
DevOps methodology, task T3.1. The DevOps framework and tool in DECIDE can be useful in
terms of their approach and principles used, although it should be noticed that the DECIDE
framework does not encompass serverless functions and applications
Space 4Clouds for Dev 13 (MODAClouds project) is a QoS analysis and optimization tool for
assessing the QoS requirements of cloud applications, verifying whether these requirements are
fulfilled at runtime and proposing optimal deployment schemes that maximize fulfilment and
minimize costs.
Related RADON tool: Decomposition tool
Reuse Strategy: The backend of this tool is in fact an earlier version of LINE, the underlying engine
of the decomposition tool to be developed in task T3.2. That is, part of its code will be potentially
used to decompose, optimize and enhance RADON models, thus being regarded as a code reuse
baseline.
These 9 baselines were identified as potential candidates for reusing their code or methodological
approach for designing and implementing the RADON toolset. Responsible partners for the related
RADON tools will experiment reusing the baselines according to the specified reuse strategy and reevaluate the feasibility and full scope of reuse as the design and implementation of RADON tools
progress. We will report on the progress of reusing the selected baseline candidates in the D2.2 Final
requirements deliverable.

4.

A Running Case: the RADON Toy application
4.1.

Overview

This section below illustrates the classic application use case of serverless computing whereby an
event-condition-action related to thumbnail generation is handled by means of a cloud-based
serverless function. We first illustrate the scenario in the case of a traditional service-based system
(Figure 4.1): a user uploads an image to a thumbnail creation service, which after some processing
returns the thumbnail back to the user through a regular download.

12
13

DECIDE DevOps Framework: https://www.decide-h2020.eu/content/devops-framework
MODAClouds Space 4Clouds for Dev: http://multiclouddevops.com/technologies.html
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Figure 4.1 Toy Application scenario implemented as a traditional service.

In this model, the service frontend is tasked with handling the user interaction and dispatching of the
results, while the backend deals with the processing. One limitation of this approach is that the service
frontend sits in the middle of the response chain to the user, requiring additional CPU cost to handle
the user interaction as well as requiring to code additional business logic.
Serverless computing proposes in this scenario a more complex workflow that however allows one
to reduce the computational requirements / costs on the underpinning software infrastructure by
pushing some work to the client. This is illustrated in the sequence diagram in Figure 4.2.

Figure 4.2 Toy Application Scenario implemented as a serverless application
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With the serverless model, the user does not explicitly interact with a server, but rather simply
uploads an image in a storage bucket to later find a thumbnail generated in an appropriate target
bucket. This already involves a change compared to the traditional interaction model as the user is
interacting with a backend service, the buckets, rather than with a server. Therefore, the application
is no longer responsible to implement some of the logic, which is now in the client and in the
backend service. This in turn means that some of the costs are also pushed to the client (e.g., the
user can use and pay for his own bucket).
Specifically, the sequence involves the generation of an event by the storage platform upon detection
of an image upload in the Thumbnails bucket, followed by a delivery of the event through an
appropriate bus, e.g., a message queue, to an event gateway that invokes the processing function. The
output of this function is directly deposited on the target bucket, thus the server neither directly talks
with the user nor consumes CPU time for the purpose of this interaction. The user can then poll the
destination Uploads bucket until the thumbnail is found.

4.2.

Vision

The goal of the following sections is to illustrate the high-level vision of what each RADON tool
would do in the definition of the above serverless toy application example. Our intention with this
exercise is to obtain guidelines for requirement analysis through a concrete example. A more general
requirement analysis is given later, which also covers several other aspects not related to the above
example but part of the broader RADON technical work plan.
4.2.1.

Constraint Definition Language (CDL) and Verification Tool

In this section, we outline our vision for the Constraint Definition Language (CDL) and its
verification tool, being developed in WP4 (task 4.1). The CDL will allow formal requirements to be
expressed on RADON models. In particular, the CDL will express requirements, security policies,
and architectural decisions using constraints based on an ontology that reflects the language and
entities featured in RADON models. A verification tool will also be developed to check that a
RADON model respects the constraints without contradicting statements. We begin introducing a
variation of the toy example scenario which needs such requirements.
Scenario Variant. The diagram in Figure 4.3 gives an abstract, high-level view of the application
example. Note that unlike the other scenarios considered afterwards we do not consider deployment
information, such as the “hosted on” relationships that specifies the concrete deployment for a service
(which are unnecessary for this example).
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Figure 4.3 Toy Application scenario variant for the Constraint Definition Language tool

We now consider a variant where the baseline definition is expanded with a constraint based on
privacy. The basic idea is that if we were modelling an application in which multiple countries were
storing and accessing thumbnails there might be constraints about which country is willing to store
data where. One motivation for this is that countries might only be willing to store information in
allied countries. An alternative motivation is that we might have a performance driven constraint
saying that thumbnails should be stored relatively close to their owners (to aid fast access).
Constraint definition language. For functions, we could express pre/post conditions in the CDL 14:
supported_countries = { uk, us, canada, china, india }
uk.willing = { uk, us, canada, china, india ... } % at least, according to cabinet
leaks...
us.willing = { us }
canada.willing = { uk, us, canada }
china.willing = { china }
india.willing = { india, uk }
eu-west-1.hosted_in = ireland
eu-west-2.hosted_in = uk
...
create_thumbnails.inputs = [country_of_origin, thumbnail]
create_thumbnails.pre_conditions = [supported_countries.includes(country_of_origin)]
create_thumbnails.post_conditions = [
FORALL(B : thumbnail_buckets, country_of_origin.willing.includes(B.region.hosted_in)
OR !B.storage.includes(thumbnail)),
EXISTS(B : thumbnail_buckets, B.storage.includes(thumbnail)),]

14

The syntax here is not final.
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The effect of the pre and post conditions is that thumbnails cannot be stored in any country where
their country of origin is not willing to store data.
Learning CDL specifications from examples. The CDL constraints in the previous section could
be entirely input by a user; however, in some cases it may be difficult for a non-expert user to
specify exactly what the pre/post conditions should be. In these cases, a user may input a partial
specification in the CDL. In this scenario, the partial constraints could be everything other than the
pre/post conditions. The pre/post conditions could then be learned from a set of examples given by
the user, using existing techniques in the field of Inductive Logic Programming (ILP). One form
that the examples could take would be valid and invalid message charts in the form of UML
sequence diagrams. The sequence diagrams in Figure 4.4 shows the form that these examples could
take in this scenario.

Figure 4.4 Valid and Invalid sequence diagrams as examples for CDL learning

Note that the first is a valid sequence, as the thumbnail is stored in a bucket located in Ireland (with
whom the UK is willing to share). The second sequence is invalid as the US is unwilling to share
with Ireland. Rather than inputting the pre/post conditions manually, the user could give a small set
of examples of this form. ILP techniques can then be used to identify a set of pre/post conditions
which rules out all examples labelled as invalid, while being consistent with all examples labelled as
valid.
Impact on requirement analysis. This example shows one way that the CDL could represent
constraints on the requirements of a RADON model, based on privacy/data-sharing concerns. In
order to represent this simple example, the CDL must be able to link to TOSCA definitions which
specify in which region the individual buckets are hosted and must also allow a user to encode the
pre/post conditions of a lambda function. In addition, for the purposes of this example it was also
necessary to define extra concepts which are not part of the TOSCA specification (such as the
notion of a country being willing to share with another). The CDL must support such user-defined
concepts. Even in this simple scenario, the pre/post conditions may be hard for a non-expert user
to write. One way to aid the user in specifying the CDL constraints is to allow them to give
examples of valid and invalid sequences.
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Verification Tool. Stemming from the CDL spec above, as the image must be stored somewhere,
the preconditions and post-conditions have the effect of requiring, for each supported country (A), a
bucket to be hosted in at least one country where (A) is willing to store data. With these particular
constraints, this means that there must be a bucket in the US, a bucket in China and a bucket in
either India or the UK. If we were to test the following model with the verification tool, it would
indicate that the constraints are not satisfied. For example, no thumbnail from the US could be
stored in a country that the US is willing to share with (Figure 4.5).

Figure 4.5 Toy Application scenario variant for the verification tool

Given the model in Figure 4.5, it is possible to use the techniques in the verification tool to suggest
a minimal correction to an invalid model. For instance, given the model above, we could suggest that
the model should be extended with additional buckets in the US and China.
Impact on requirement analysis. In order to enable this scenario, the verification tool must be
capable of taking a CDL annotated RADON model and testing whether the RADON model
satisfies the constraints in the CDL annotation. It is clear from this toy setting that the form of the
answer from the verification tool will be crucial to the tools usefulness. In the negative case, where
the constraints are not satisfied, an answer of “no” is not particularly helpful, and for the tool to be
useful an explanation should be provided. One form that such an explanation could take would be
a minimal correction to the invalid RADON model (such as adding additional buckets in the US
and China in the above scenario).
4.2.2.

Continuous Testing Tool

This section illustrates the use of the envisioned method and tool for continuous quality testing of
microservices (developed in Task 3.3) based on the toy example. The goal is to provide an end-toend view with the elements and steps of the method and tool rather than exercising all of them for all
possible scenarios. In this section, we will use performance (load) testing as an example type of tests.
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The tool will support other types of testing, e.g., for functional testing, deployment testing, and testing
of other quality attributes.
Specification of test-related information. We envision that test-related information is specified in
three locations, namely, the application’s TOSCA model (e.g., using annotations expressed as policy
types), an additional TOSCA model with test-specific infrastructure (e.g., load drivers), as well as an
additional file referencing entities from the two TOSCA models.
For performance tests, the toy application’s service TOSCA file is annotated with response time
constraints and information about the workload. For instance, for the uploads function, TOSCA
policies specify an upper limit of 12 seconds on the average response times, as well as an open
workload following an exponential inter-arrival time distribution with a mean value of 5 seconds.
policies:
- uploads_average_response_time:
type: radon.policies.Performance.AverageResponseTime
properties:
upper_bound: 12 s
targets:
- uploads
- uploads_workload:
type: radon.private.Workload.OpenWorkload
properties:
interarrival_time_distribution:
mean: 5 s
scv: 1.0
targets:
- uploads

This information will be used to generate and execute a load test for the uploads function that is
marked as passed if the average response time limit is met.
A separate TOSCA model specifies the deployment for the test-related infrastructure. In this
example, this simply comprises a TOSCA node that includes a JMeter instance with a parameterized
JMeter test plan. In this case, with the goal of testing the uploads function, the main part of the test
plan is a request to the uploads function. The main part of the parameterization concerns the workload
definition.
Continuous Testing Tool. Based on the previously described test-related model annotations, the
workflow of continuous testing is as follows. First, the tool generates test cases based on the
previously described test-related information, particularly the annotated TOSCA models, and
comprises the generation of executable artifacts for the test deployment. Additionally, the tool allows
to update the test-related model annotations using monitoring data from the production environment.
The test cases are then executed manually or by RADON’s CI/CD infrastructure, and the test results
are collected.
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The execution starts with the deployment of the application under test in its respective test
environment and starting the load driver, i.e., JMeter in this case. Test results are extracted from the
raw logs of the load driver, incorporating the constraints. In this example, the response times of the
requests to the uploads function from the JMeter logs are compared to the predefined limit. A report
to be processed by the CI/CD system and the UI are generated.
Once the toy application is deployed to production, production workloads can be used to refine the
workload annotations used for load testing. For example, the actual inter-arrival times of request to
the uploads function may be 9 seconds in production.
Impact on requirement analysis. Continuous testing leverages RADON models augmented by
test-related information to specify and derive executable test cases that can be refined by
information from production. This section illustrated the core idea of how to specify such tests
focusing on performance/load testing. Additional types of tests will be provided. Moreover, the
continuous quality testing will be integrated into DevOps practices, e.g., multi-team development.
The development of this example helped to shape the required use cases and usage scenarios for
the testing tool, as well as the identification of inter-dependencies with other work packages, such
as the RADON model, IDE, and runtime. It also showed that test-related information will probably
not be augmented at a single location and that there is the potential to share information with other
tools, e.g., concerning performance with the decomposition tool.
4.2.3.

Graphical Modeling Tools

This section describes the envisioned modelling approach for the toy application example using
Eclipse Winery (cf. section 3.1.5). Figure 4.6 (adapted from the proposal), shows a mock-up of toy
application’s model in Winery. The available TOSCA types palette allows choosing elements from
an existing template repository and using them in application topologies.

Figure 4.6 Toy Application scenario modelled in Winery (figure adapted from the proposal)
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FaaS-based Toy Application Modeling. In the toy application example, a user wants to create a
thumbnail of each image file that is uploaded to an AWS S3 bucket. To achieve this, the user develops
an AWS Lambda function (CreateThumbnail) that will be called by Amazon S3 whenever an object
is created. The Lambda function then reads the image object from the source bucket, creates a
thumbnail, and stores the thumbnail in a target bucket. The desired application topology shown in
figure above comprises the required Node Templates modelled in TOSCA. Two buckets are
configured on AWS S3 service: one to store uploaded image files and one to store created thumbnails.
Furthermore, there is a node representing the function, which generates thumbnails, hosted on AWS
Lambda service. Finally, an event trigger is modelled by means of a dotted arrow. In addition, it is
also possible to model further microservice calls to running Docker containers or other platform as a
service (PaaS) applications. Winery will be able to model such applications employing serverless
aspects by using respective TOSCA Node Types that are developed during the project. Further, it
will be possible to express behavioural aspects like an event-driven function trigger.
In order to model the toy example, which focuses only on FaaS/serverless aspects, at least four
TOSCA type definitions are required. Three node types (“ObjectStorage”, “Function”, and
“AwsCloud” as cloud service provider) and one relationship type, as shown in Figure 4.7a. These
types already express certain semantics with their property, requirement, and capability definitions.

Figure 4.7a TOSCA Node Types for the Toy
Application.

Figure 4.7b TOSCA Service Template for the Toy
Example.

These depicted TOSCA Node Types are reusable entities and are provided by the RADON Template
Library. The RADON Template Library including the RADON models will be made publicly
available, e.g. via GitHub. Winery will be able to import these types to compose a topology model,
or TOSCA Service Template, as depicted in Figure 4.7b. Note the following, there is a matching
relationships between the “host” requirement and the respective “Container” capability of the
“AwsCloud”, therefore, a “hosted on” relationship can be modelled. Further, the “Invoke”
relationship between the object storage and the function can be modelled by having respective
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matching reqs/caps. The relationship has an event trigger attached defining the semantics when to
trigger the function (in this case, whenever an object is created inside the bucket). A TOSCA policy
is used to achieve this. Such predefined events are also part of the RADON model repository
(following the envisioned ontology) and can be used by dragging the required event onto an “Invoke”
relationship. In addition, the function models a “Deployment Artifact” (DA) as an attached artifact.
In this case, the DA is a pointer to the RADON IDE allowing to code/edit the function’s business
logic.
Data Pipeline-based Toy Application Modeling. To illustrate how the modelling of data pipelines
is applied to the toy example, Figure 4.8 shows a scenario where “upload” events can be processed
by a data pipeline implemented using Apache NiFi. The data pipeline processing itself is specified
using Apache Nifi’s format and wrapped into a TOSCA Deployment Artifact. The underlying stack
describes exemplary that Apache Nifi, as a middleware component, is installed on-premise in
OpenStack and controls the movement of data between the SQS queue, the OpenFaaS function, and
the final S3 bucket. The main motivation for this modification is that functions can be executed
independently of the platform’s built-in event triggers (avoiding vendor lock-in) using open source
FaaS solutions.
Data pipelines are not modelled as monolithic services, but rather as composable and reusable data
pipeline services. Each individual service can be specialized for a specific type of role from data
acquisition, transformation to data routing and delivery. Connection between them are modelled as
directional TOSCA relationship to represent the flow of data.
An important aspect of this approach is that the actual pipeline tasks (NiFi Processors) are hidden
from the modeler, which limits the possibilities to model non-functional requirements and constraints
for decomposition, testing and defect prediction tools. However, it increases the readability of the
overall application deployment while the modeler can use NiFi-native pipeline modelling tools. As
for the example above, it is required that the respective reusable types are available in the RADON
Template Library. For example, there must be TOSCA Node Types to deploy an Ubuntu-based VM
on OpenStack and to install and start Apache NiFi on such VMs, as exemplified in Figure 4.8.
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Figure 4.8 TOSCA Service Template for the Data Pipeline Toy Example.

Impact on requirement analysis. The two modelling examples from above show how the
Graphical Model Tool (GMT) is envisioned in the context of RADON to model serverless and
FaaS-based applications that may contain data pipelines. In this respect, data pipelines will be
modelled as composable and reusable components, each specialized for a specific role from data
acquisition, transformation to data routing and delivery. Further, the GMT will be able to
graphically attach TOSCA policies to modelled applications nodes and relationships, expressing
non-functional requirements that cover various application aspects, e.g., constraint-based
verification, performance, security and privacy requirements. The GMT will be integrated with the
RADON IDE to provide a seamless user experience to develop RADON applications.
4.2.4.

Decomposition Tool

The next subsections illustrate how the decomposition tool could be applied to the toy example for
architecture decomposition and deployment optimization respectively.
Architecture Decomposition. The toy example is obviously no longer decomposable. However, we
could imagine that it was originally part of a monolithic application with a pair of input and output
interfaces: Uploads and Thumbnails. When a user uploads an image through Uploads, the application
creates a thumbnail from that image. Thumbnails is there for the user to download the result. A
functional dependency, CreateThumbnail, is thus implied between Thumbnails and Uploads.
Depending on the desired level of architectural granularity, the decomposition tool will transform
this dependency into a microservice or serverless function and then associate the two interfaces with
the new component. Since the payloads of requests to Uploads as well as responses from Thumbnails
are actually files, an object storage will further be added by the tool to implement each interface for
fine-grained decomposition, which provisions separate storages to the serverless function while
avoiding an endless cycle of upload and invocation.
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Deployment Optimization. The RADON definitions of node and relationship types will enable the
annotation of factors that affect the performance of an application together with an activity graph to
describe the business logic of the application. Therefore, the exact behaviour of the toy example can
be captured by setting the optional properties of the nodes and relationships, such as the execute task
of CreateThumbnails and the network latency between Uploads and CreateThumbnails. It is notable
that the performance requirements for an application need to be annotated through the RADONdefined policy types, which is to follow the conventions of the TOSCA YAML specification. We
could for instance assume both the average response time and the 90th response time percentile of a
user request to be bounded from above in the toy example. To obtain the optimal deployment scheme
for a RADON application, the decomposition tool will allocate as few resources as possible to the
components that are scalable. As a case in point, the memory and concurrency of CreateThumbnails
is perhaps reduced after the toy example is optimized. This adjustment must not only minimize the
costs for processing a user request but also satisfy the requirements on the response time of the
request.
Impact on requirement analysis. The above exercise shows how to use the decomposition tool
for architecture decomposition and deployment optimization of a RADON application. In
particular, both coarse-grained and fine-grained decomposition should be available for a
monolithic application to meet the desired level of architectural granularity. The RADON
definitions of node and relationship types should be expressive enough to capture the exact
behaviour of the application as well.
4.2.5.

Defect Prediction Tool

For IaC instances such as the one presented in the thumbnail example, the defect prediction tool
will combine code smells detection with machine learning. Meanwhile, the topological analysis and
refactoring --- of architecture-level (anti-)patterns --- is performed by the Verification tool and
Decomposition tool, providing a clear separation of concerns among the different tools in RADON.
A set of IaC code smells and clean code practices will be obtained by mining existing repositories
on Github and in open source CI/CD projects. A code smell is any characteristic in the source code
of a program (in this case, the IaC scripts) that possibly indicates a deeper problem. Metrics and
features will be then extracted from IaC to guide the application of machine learning methods (e.g.,
classification methods) to the problem.
As KPIs for this tool we can mention at least one, related to Objective 5 of the RADON project (as
listed in the DoA) “Assure Quality”:
>= 5 types of IaC code defects supported by the defect prediction algorithm
A defect prediction tool prototype will then be implemented that will leverage such training examples
to support the developer in identifying or predicting problems within IaC blueprints. Main output of
this task will be the tool for defect prediction of IaC to be integrated in the IDE.
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Ultimately the defect prediction tool will be able to aid developers in refactoring their IaC recipes to
cope with state-of-the-art best practices and patterns.
Let us resume the baseline scenario, in which a thumbnail creation function is triggered every time
an image is uploaded to a given bucket. Then the thumbnail is stored into another bucket and the
Web Application is notified by the function. Information about the credentials of the AWS accounts
may be needed to automatically deploy the topology. Let us assume an excerpt of the Uploads bucket
service_template.yaml file, as shown in Figure 4.9.

Code Smell:
Hardcoded Secret.
Consider refactoring

Figure 4.9 Toy Application Infrastructure code smells detection through the defect prediction tool

One may easily notice that storing the secrets into the template is a bad practice from a security point
of view, although quite common.
The defect prediction tool, which may be running periodic/online checks on the infrastructure code
behind the topology, will integrate to aid developers in a way like the Figure above, detecting such
code smells or suggesting clean code practices. Thus, the defect prediction tool may signal vulnerable
lines as “smelly” and propose a refactoring. In this case, the refactoring may consist of using variables
and then storing the secrets on encrypted files, vaults 15 or secrets management services 16 which
would then replace the secrets in the Figure above.
Impact on requirement analysis. The example presented shows how the Defect Prediction tool
should be integrated with the IDE, and the type of visual feedback required by the different users - developers at design time and Operations engineers at deployment time. Besides, the analysis,
detection and feedback regarding code smells and clean code practices should be performed at the
IaC code level (TOSCA blueprints, Ansible playbooks, etc.).
4.2.6.

Orchestrator and Template Library

This section will present the runtime environment part of the RADON project and intrinsic tools that
keep and manage application lifecycle. The core modules of runtime environment are template
library, orchestrator and FaaS abstraction layer.

15
16

e.g., Vault by Hashicorp -- https://www.vaultproject.io/
e.g., AWS Secrets Manager -- https://aws.amazon.com/secrets-manager/
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Figure 4.10 Toy Application activity diagram for the runtime environment

In the case of our chosen toy application the RADON deployment will be done in the following way.
The designed application will be saved in the Template Library and the corresponding provider
specific modules in the FaaS abstraction Layer. The Winery and IDE tool will access to these
elements before and generate TOSCA compliant Cloud Service Archive (CSAR). So, for the
application of thumbnail generation, the applicating template will describe the storages (buckets), the
function in between, the triggers and relationships. This will be stored in Template Library by the
Graphical Modeling Tool and IDE operations. For example, if the chosen provider would be Amazon
Lambda, the IDE generates CSAR just before the deployment from the application template and all
dependent Ansible modules, that are required to deploy the application. The orchestrator receives
CSAR and starts executing, first deploying and configuring the application and secondly configuring
the corresponding monitoring part. For example, if the toy application will be deployed on Amazon
Lambda, the orchestrator needs to create buckets, deploy lambda function and configure appropriate
permissions and event triggers on a user’s Amazon account. After the deployment, maintenance
actions can be triggered by monitoring, which sends an alert to the orchestrator. Orchestrator then
responds in scaling, re-deploying or tear down the system.
Impact on requirement analysis. The example shows us the workflow of operations between
Template Library and Orchestrator and concretely presents their role. The key requirements
observed from the toy example analysis is a strong connection of the Template Library with other
RADON tools as the Graphical Modeling Tool, IDE and the orchestrator. All these require a unique
defined interface. This blueprint and module library will need to be accessible online. After the
CSAR generation, it is forwarded to the Orchestrator, which interprets CSAR and deploys the
infrastructure described in blueprints and modules. All tools in this chain need to be TOSCA
compliant.

Data Pipeline Orchestration Module. A special toy application scenario was presented in section
4.2.3 (Figure 4.8) where data pipelines are deployed together with a FaaS function. This scenario
includes a data pipeline composed of three smaller pipelines: Get Image component for fetching
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uploaded images, Call Function component for calling image thumbnail FaaS function and Save
Image component for storing the generated thumbnail in Amazon S3.
Orchestrator can use the TOSCA node types of the respective data pipeline technologies (e.g. NiFi),
which contain a set of Ansible playbooks for controlling their life-cycle. Each individual data pipeline
TOSCA template contains everything needed to deploy it as a standalone service, including its
implementation (XML for NiFi) and a set of configuration parameters. However, to initiate the data
flow between individual data pipelines, Orchestrator will need to execute additional configuration
commands which should be defined in TOSCA relationship types and potentially also implemented
as Ansible playbooks (e.g., connect.yml).
Impact on requirement analysis. The Orchestrator can deploy and control individual data
pipelines similarly to FaaS or other cloud services, provided that respective node templates and
lifecycle control artifacts are available. However, to orchestrate composition of data pipelines,
additional relationship types and their implementations are required. Issues may arise when data
pipelines are to be connected across clouds or when different data pipeline technologies are used.
4.2.7.

RADON IDE

This section illustrates the use of the envisioned RADON IDE in the context of the toy application
example.
We envision that the goals of the RADON IDE are twofold: to provide a shared space where the
software developer can access and manage application blueprints and to offer an access point for the
RADON framework to interact with the RADON tools. In the toy example, the IDE is used to create
a new workspace where the application’s TOSCA models are defined and edited. Once the toy
example workspace is created, the GMT is started from the IDE in order to graphically model the
application topology.
During the modelling phase the software developer can decide to edit the business logic of the toy
application by clicking on the deployment artifact attached to a function modelled in the GMT. In
this case, the software developer can edit the source code within the workspace supported by some
facilities for development activities provided by the IDE (e.g. debug functionalities, source code
editors with error checking capabilities). The workspace where the toy application is managed can
also be accessed by other software developers belonging to a team. Indeed, the IDE is based on the
Eclipse Che technology, that enables the running workplaces to be shared or cloned among
developers and teams by concurrent access to projects and environments.
The software developer, at a certain point of time during the modelling and code editing phases, can
decide to define and run test cases for the toy application blueprint and to deploy it on the runtime
environment generating a TOSCA complaint CSAR that it is then pushed to the orchestrator.

Impact on requirement analysis. This example shows how the RADON IDE should guide the
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users through the RADON framework’s workflow. Indeed, the intention of this tool is not only to
provide a shared space of project’s artifacts to developers but also a front-end with the RADON
methodology. In particular, the RADON IDE should provide a menu used to execute the integrated
tools according to the specified methodology. Moreover, this example highlights the need in
requirements to explain how the users should have the possibility to create a RADON workspace
for development so that the required capabilities are enabled. Since the artifacts generated during
the modelling of the application can be shared across different persons some access control
capabilities should be managed by the RADON IDE.

4.2.8.

Delivery Toolchain

The delivery toolchain is a set of tools configured at one place with a one goal - deliver the application
to the production site. To achieve the final step, delivery, with a success, a set of previous steps needs
to be successfully accomplished. In the case of toy example - thumbnail generator - deployed on
Amazon infrastructure the delivery toolchain would provide the configuration of the whole
workflow, connecting successive and supportive steps including:
● Continuous Integration tests - deployment scripts and integration test scenarios, as if the
thumbnail generator provides results in a correct bucket and if this is consumable to the final
web page using it.
● Function Hub - for resolving the necessary scripts from a repository on a public server. By
treating the script as a stand-alone component, it is easy to point to a specific version of the
function. This has some benefits; among them the certainty of a reproducible outcome and
increased development efficiency.
● Monitoring definitions - setting monitoring service and appropriate thresholds for the
specified metrics. Provide monitoring at an event level like if the upload event triggers the
createThumbnail function.
● Toggle service - definition of the hot or cold swap of the thumbnail generator of previous
version. If there was an old version of the thumbnail generator, the toggling service can toggle
only a small percentage of cases on new deployed service for testing in production, while the
majority is still covered by old and mature one. When it is sure that the new solution is in
good shape and can overtake all load, this switch also enforced by toggling service. This is a
mixture of canary test and cold/hot swap techniques.
● Continuous deployment - setting up the binary repository and the delivery tool configuration.
This tool uses orchestrator to deploy and configure application.
The delivery toolchain uses a single configuration place to set up the whole delivery workflow from
collecting the code and templates to the final production operational application.
Impact on requirement analysis. From the toy example it is evident that Delivery toolchain
processes need to have defined interfaces between the tools and if possible, a single point for the
most general configuration of the delivery workflow and particular tool configurations. Even
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Though each tool seems independent, the developer needs to understand how they are
interconnected and a common configuration point can help with the awareness.

5.

Requirement specification methodology
5.1.

Overview

In this section we describe the general process followed to define the RADON requirements based
on the conceptualization, review of the state of the art, and toy application analysis carried out in the
previous sections.
The main actions performed in relation to requirement analysis are as follows:
● A shared Requirement Repository has been established in the consortium based on the
template discussed in the next subsection. Tools have been put in place to automatically
transform this repository into a companion document with an exhaustive list of the tool and
use case requirements. The consortium releases this document together with this deliverable
and intends to update it in future versions and make it available to the intended audience
via the website.
● A set of reference actors has been identified for the RADON framework and used to
contextualize the requirements. The actors have been defined in close alignment with DevOps
best practices, leveraging organizational expertise in the consortium on this aspect. The
definition of a formal methodology based on these actors is due in D3.1 RADON
methodology.
● External actors have been engaged at events, presentations, guest lectures, meetings,
working groups to obtain additional views on serverless computing and the RADON vision.
In some cases, the third party requirements and comments we have received had a profound
effect in shaping the conceptualization, for example the RADON runtime at proposal stage
was not envisioned as being itself serverless, but the technical view has now been aligned to
this requirement as an actor noted it may have reduced the benefits of using serverless FaaS.
Several cycles of requirement elicitation have been carried out within the consortium, with crossreviewing and harmonization of format. It is foreseen that such process will be carried out quarterly
to ensure that the requirements remain updated, whilst tracking changes from one version to the next
one within the Requirements Repository.

5.2.

Template

During the requirements specification exercise the consortium has adopted a reference template to
ensure that requirements entered in the Requirements Repository are standardized and comparable
across work packages and industrial use cases. The fields that define the template are listed in Table
5.1:
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Table 5.1: Template fields with explanation
Template Field

Explanation

Author

Unit in the consortium that authored the requirement.

Id

Unique identifier for the requirement, e.g., R-T2.3-3 is requirement 3
filed pertaining to the activities of task T2.3.

Type

A qualifier for the requirement defined in accordance to the ISO/IEC
25010 standard 17. In particular, we have regarded the
FUNCTIONAL_SUITABILITY type as specifying a functional
requirement, while the remaining categories elicit non-functional
properties
expected
from
each
RADON
asset
(e.g.,
MAINTAINABILITY).

User story

An example of a basic need from actors that motivates this requirement,
e.g., “As an Automation Engineer, I want to deploy a function on a target
serverless cloud platform.”

Requirement

The actual definition of the technical requirement.

Extended Description

A more extensive explanation of the rationale for the requirement.

Priority

A priority assignment for the requirement using the MoSCoW method 18.

Affected Tools

A list of the RADON framework tools affected by this requirement, e.g.,
IDE, ORCHESTRATOR, ALL_TOOLS.

Reviewed by/date

The consortium unit that has independently reviewed the requirement and
a timestamp on when this was last done.

Means of Verification A brief outline of the strategy or techniques that will be pursued to verify
the fulfilment of the requirement.
Dependency

A list of related requirements that have dependencies with the present
requirement.

Conflict

An auxiliary field to track potential conflicts arising during execution
between two or more requirements.

17
18

https://iso25000.com/index.php/en/iso-25000-standards/iso-25010
https://en.wikipedia.org/wiki/MoSCoW_method
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5.3.

Actors

RADON intends to deliver a DevOps-inspired methodology. One of the main differences of this
delivery process compared to classic software delivery processes is that the delivery on the final
infrastructure should follow an agile method, often facilitated by CI/CD and orchestration tools. Two
main consequences arise from this model:
● As the line between development and operations becomes blurred, professional figures of
DevOps engineers are now rather common on the job market as well as teams that combine
both developers and operators for joint work.
● Agility here also means that long testing cycles typical of ITIL based methodologies should
instead be replaced by more agile forms of testing carried out directly by developers and
operators.
Based on the above considerations, RADON proposes to identify a few reference actors for the
DevOps methodology. A RADON actor defines a role not a single human or software, therefore
the same person can potentially act as multiple RADON actors and the same role could be split
across multiple actors. The RADON actors are as follows:
● Software Designer: this actor is responsible for the application architecture and data lifecycle
design.
● Software Developer (Dev): responsible for business logic coding and testing.
● Operations Engineer (Ops): responsible for delivery on the infrastructure and infrastructure
testing.
● QoS Engineer: responsible for ensuring performance/reliability/security/privacy/access
control properties of the application,
● Release Manager: team leader that authorizes major changes and their release to production
The above actors have been used in the definition of the RADON requirements.

5.4.

External stakeholder needs

In order to prepare ground to the requirement analysis work, the consortium has engaged in a number
of activities to reach out to stakeholders outside the consortium, ranging from entrepreneurs to IT
professionals contacted via professional working groups to which the units in RADON regularly
participate as part of our collaboration activities (e.g., SPEC RG DevOps, TOSCA TC). The
outcomes of these discusses are summarized in the following subsections.
TOSCA-TC. The RADON consortium engaged actively and regularly in the OASIS “Topology and
Orchestration Specification for Cloud Applications” (TOSCA) Technical Committee as part of the
Technical Committee updates plenary meeting, held regularly every 3 weeks as well as within the
“TOSCA simple Profile in YAML” ad-hoc, on two occasions. The lessons and discussions around
the RADON objectives and background amount to a total of four key suggestions from the TC:
1. Focus on most recurrent state-of-the-art containerisation and microservices computing
technologies;
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2. Isolate TC standard contributions around a single profile or similar self-contained extension
of the standard;
3. Focus on small regular and continuous contributions as opposed to single bulky contributions
that will require more time to embed in the standard;
4. Self-contain the regular contributions possibly in the scope of a specific TOSCA TC Ad-Hoc
for direct embedding in the main standard body;
Interviews with IaC practitioners (Defect Prediction Tool / Radon Methodology). We have
conducted a study to gather requirements regarding IaC state of practice and main needs from
practitioners. TJD first internally discussed and selected a set of candidate companies to involve in
the study: this was done by considering (1) companies that have been granted with European projects
related to IaC recently; and (2) personal contacts. We identified 44 senior developers from as many
companies, selected on the basis of their experience with IaC code. These developers participated in
a set of semi-structured interviews conducted by two TJD members via Skype. Interviews were all
recorded and transcribed for analysis, and took ≈1 hour each. The detailed results of the interview
are out of scope for this document (a full study has been recently published in [Gue19]). Instead, we
include the main findings and challenges that have driven requirements for RADON, in particular
(but not limited to) the RADON methodology (T3.1) and Defect Prediction tool (T3.4).
● IaC Development Practices.
○ There does not exist one full-fledged and bullet-proof solution for IaC, rather the tools
used by practitioners are very varied and also very common. There is a requirement
for tools aiming at maintenance and evolution of IaC.
○ Avoiding to combine multiple formats since this lowers the general quality and
maintainability of the blueprint. This implies a requirement to simplify overly complex
blueprints and avoiding excessive polyglotism.
● IaC Development Tooling.
○ Operations engineers would intermix series of tools as part of a DevOps pipeline
which reveals tool-specific and tool-interaction requirements from a maintenance and
IaC evolution perspective.
● IaC Development Challenges.
○ The most frequent challenges reflect requirements on testability and
understandability; maintenance and evolution on IaC code features and automation.
○ Furthermore, a requirement for version management, considering the multiple
technologies involved and their dependencies.
○ The requirement for an IDE specifically designed to support the development,
operation, and maintenance of infrastructure code is perceived as a challenge.
SPEC DevOps Performance Working Group. The SPEC RG DevOps Performance Working
group focuses on the interplay of DevOps and performance assurance activities. As part of this
working group UST has co-authored a survey [Bez19] which highlighted the lack of adopting
performance engineering even though several techniques, including measurement-based and modelbased are available for design time and runtime. The survey concludes with the following key insights
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that are relevant to RADON: (i) Performance engineering approaches must be lightweight; (ii)
Performance engineering approaches must smoothly integrate with existing tools in the DevOps
pipeline. Additional requirements can be derived from two subgroups, namely one on “Performance
regression testing of microservices” and a second on “Model extraction and refinement in continuous
software engineering”.
● Performance regression testing requires:
○ a stable testing environment which is representative of the production environment,
○ a representative workload,
○ (easy) collection of stable performance metrics,
○ enough time to run the test and obtain relevant results.
● Model extraction and refinement requires:
○ use of established model-based performance engineering approaches,
○ automation of the process through the integration into CI/CD pipelines,
○ incorporation of production data.
These requirements have shaped our vision of the continuous testing tools.
Other inputs. In addition to the above, the consortium members have conducted multiple discussions
with colleagues, guest lecturers, and conference attendees at events we participated. These have
greatly helped in shaping the RADON vision, some key highlights are as follows:
● Serverless computing is currently popular primarily for prototyping, creating new
applications rather than extending existing ones, and for fast-and-dirty coding.
● A strength of RADON is the graphical approach to make FaaS design simple to use. It should
be explored what does this means in terms of maximum supportable complexity for a FaaS
application as after a certain point the graphical model may become too large to be userfriendly.
● As of today, there is no agreement on patterns or design practices for serverless computing.
● Reusability of functions and backend services is a major requirement for FaaS applications.
● Idempotency is an important property to verify in serverless functions as providers can
replicate it arbitrarily not necessarily following the intended behaviour.
● Serverless should be embraced holistically, as otherwise serverful components may break the
scalability of the architecture.
● Cold start is being addressed and does not represent a major issue as it used to, but when a
new application is deployed there may be tens or hundreds of containers cold starting at the
same time, requiring a very long time to load.
● There is a limit industrial adoption of FaaS in private clouds as it requires a highly integrated
event-driven environment that is available in public clouds but not necessarily in a private
environment.
● On top of testing performance aspects of FaaS applications as well as functional aspects of
single FaaS functions, it is important to consider the testing of the application from an
integration perspective. For example, by using integration tests the complex behaviour of
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such an application can be tested in order to verify that a certain sequence of functions is
executed or that modelled relations between functions and cloud services are covered.
The above information were in most cases new to the consortium and have strongly steered the design
decisions in Section 2 and the examples for the toy applications in Section 4.

6.

Requirements and use case scenarios

This section presents, for each work package, the first set of RADON requirements that have been
identified. This set of requirements are available in the companion document provided with this
deliverable and will be periodically evolved during the rest of the project, making available the
requirements to the end users via the project website.
Moreover, this section provides some use case diagrams in order to show the usage scenarios of the
RADON tools developed within the work package activities.

6.1.

WP2
6.1.1.

RADON IDE

The RADON IDE is the tool developed within WP2. The RADON requirements concerning this tool
are listed in the companion document, Section 2. Usage scenarios of the RADON IDE are illustrated
with a use case diagram on Figure 6.1.
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Figure 6.1 IDE use case diagram.

Usage scenario 1: Register. The RADON user can register to the IDE in order to be enabled to
access the RADON workspaces, where he can share models, code and data within and/or across
teams.
Usage scenario 2: Login. The RADON user and the RADON Administrator can use the login form
provided by the IDE. After authentication the RADON user can access the RADON workspaces
according to his authorizations, whilst the RADON administrator can access the administration
console.
Usage scenario 3: Manage Users. The RADON Administrator, after login, can access the Manage
Users console to manage the registered users (e.g. to create groups of users working in a team).
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Usage scenario 4: Manage Authorization. The RADON Administrator, after login, can access the
Manage Authorization console to manage the user’s permissions according to the authorization
policies defined in the project.
Usage scenario 5: Create/Open RADON workspace. Once registered, the RADON user can login
on the IDE and create a new RADON workspace (or open an existing one) having a stack with all
the needed tools, plugins and extensions enabled.
Usage scenario 6: Create/Open RADON modelling project. Within a workspace the user can
create (or open) a new RADON modelling project providing a directory structure complaint with the
GMT.
Usage scenario 7: Trigger RADON tools. The RADON tools integrated within the IDE can be
launched through a specific menu.
Usage scenario 8: Show Monitoring Data. The RADON user can visualize information concerning
monitoring data and test results within the IDE.
Usage scenario 9: Manage RADON application blueprint. The user can manage the application
blueprint interacting with the others RADON tools. In particular, in this use case the RADON user
can create new application blueprint and trigger the GMT in order to graphical model the application.
If he also needs to model specific constraints on the application’s nodes (e.g. security and privacy
constraints) the CDL can be triggered. During the modelling of the application the RADON user can
decide to verify the specified constraints using the Verification Tool. Moreover, he can decide to
trigger the Decomposition Tool to get suggestions on possible adjustments of the node topology or
on deployment optimization. After the invocation of these RADON tools, he can decide to update
the application blueprints.
Usage scenario 10: Development artifact code. The RADON user can modify the business logic
of the application by editing the function source code within the workspace. The Defect Prediction
tool can be triggered to identify defects on the IaC scripts.
Usage scenario 11: Define/Run tests. Through the IDE the RADON user can define test cases and
start the execution of the tests. This use case requires the interaction with the Testing Tool. The test
results will be shown on the IDE.
Usage scenario 12: Export CSAR. The RADON user can export the application blueprint in a
TOSCA-compliant format and pass it as an input to the orchestrator.
Usage scenario 13: Deploy application. The RADON user can decide to deploy the modelled
application. In this use case a CSAR is generated and deployed on the orchestrator. The monitoring
information concerning the deployment status are shown on the IDE.

6.2.

WP3

The set of requirements related to the tools developed within WP3 are listed in the companion
document, Section 3. The subsection below reports the use cases related to each of these tools.
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6.2.1.

Decomposition Tool

Use case diagram on Figure 6.2 illustrates the typical usage scenarios for the decomposition tool and
how it would interact with other tools in these scenarios.

Figure 6.2 Decomposition tool use case diagram.

Usage scenario 1: Decompose Architecture. The decomposition tool should be able to decompose
a monolithic RADON model into a coarse-grained or fine-grained one. In this scenario, the user is
required to specify relevant options, for example the granularity level of the decomposition, and then
launch the decomposition program through the IDE.
Usage scenario 2: Optimize Deployment. The decomposition tool must also be able to optimize the
deployment scheme for either a platform-independent or a platform-specific RADON model. In this
scenario, the user is required to specify relevant options, such as the solution method and the time
limit of the optimization, and then launch the optimization program through the IDE.
Usage scenario 3: Enhance Accuracy. The decomposition tool could additionally be able to
enhance the accuracy of a deployable RADON model using runtime monitoring data. In this scenario,
the user is required to launch the enhancement program through the IDE.
Usage scenario 4: Run Decomposition Program. At the start of the decomposition program, the
tool would invoke the graphical modelling tool to import the current model. Then, it would generate
a new model consisting of microservices or serverless functions with separate storages depending on
the specified level of architectural granularity. At the end of the decomposition program, the tool
would again invoke the graphical modelling tool to export the resulting model.
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Usage scenario 5: Run Optimization Program. At the start of the optimization program, the tool
would invoke the graphical modelling tool to import the current model. Then, it would generate a
new model with an optimal deployment scheme that minimizes the operating costs on the target cloud
platform under the performance requirements. At the end of the optimization program, the tool would
again invoke the graphical modelling tool to export the resulting model.
Usage scenario 6: Run Enhancement Program. In the enhancement program, the tool would
invoke the monitoring tool to acquire data collected at runtime, estimate new values for certain
properties of the nodes and relationships and invoke the graphical modelling tool to update the
original model.
6.2.2.

Continuous Testing Tool

Use case diagram on Figure 6.3 depicts the use cases to be supported by the testing tool and its
relationship to other RADON entities.

Figure 6.3 Continuous Testing tool use case diagram.
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Through the RADON IDE, the user can define test cases, generate the required test artifacts, update
tests, run tests, and display test results for both FaaS and data pipeline applications. In order to
complete these tasks, interaction is required with the Testing Tool (to generate test artifacts, update
tests, and generate test reports) and the RADON Runtime (to actually deploy and execute tests).
Apart from the IDE, the testing functionality is available also via alternative interfaces (e.g.,
command line).
For the deployment of tests, interaction with the Orchestrator is required. Once the test is deployed
and started, Monitoring is used to collect the data about the execution. After the test finishes, based
on the collected data, a report will be generated. Monitoring data will be further used to update the
test with the workload from the production.
The use cases depicted in the diagram can be grouped into three main usage scenarios, namely the
definition, execution, and maintenance of tests:
Usage scenario 1: Define Test Cases. Using the RADON IDE, the RADON user defines the test
cases (Define test cases in the diagram). Based on the definition, the Continuous Testing Tool
generates the executable test artifacts (Generate test artifacts use case), e.g., when being triggered
by the RADON IDE (Generate test artifacts use case).
Usage scenario 2: Test Execution. Based on the test case definition, the artifacts can be executed
(Execute test) after being triggered by either a RADON user request through the IDE (Run test), or
by the CI/CD pipeline. To run the test, the required infrastructure is deployed by the RADON Runtime
(Deploy test infrastructure). During test execution specific metrics are being collected and later used
to generate the report (Generate test report), which can be shown in the IDE (Display test result).
Usage scenario 3: Test Maintenance. Based on the data collected at runtime by the Monitoring
Tool, input data for the defined test cases is updated to provide more realistic tests (Update test). This
can be triggered through the IDE (Update tests).
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6.2.3.

Defect Prediction Tool

Use case diagram on Figure 6.4 illustrates two typical usage scenarios for the Defect Prediction Tool
for IaC code, integrated into the IDE.

Figure 6.4 Defect Prediction tool use case diagram.

Usage scenario 1: Detect defects. The RADON user starts the analysis on the desired IaC script from
the IDE clicking on the appropriate boundary object. The IDE loads the blueprint and launches the
integrated defect prediction tool, passing it the IaC script.
Usage scenario 2: Run Model. The defect prediction tool receives an IaC script and runs the model
(i.e., a classifier) to predict whether the script presents a defect, and if so, returns the class of defect
detected. Currently it is not clear whether the tool will use a single model (i.e., a classifier that
classifies code in the defect family with highest probability) or it will use a model for each kind of
defect. In the latter case, the model could be a predictive model that returns the level of proneness of
the defect in the code. This is to be defined after iterating the initial prototype for the tool in
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Deliverable D3.6.
Usage scenario 3: Extract Metrics. The defect prediction tool extracts the metrics (among those
implemented in the tool) from the IaC script. Then it passes them to the model to predict the level of
proneness of the script to a specific defect or to classify it as containing a specific class of defects.
Usage scenario 4: IaC script language not supported. When the IaC script language is not
supported the tool needs to report an error message to notify the user through the IDE.

Usage scenario 5: Add new defects. This use case illustrates the scenario for the defect prediction
tool in which a RADON user may want to update the model(s) with a new example of a defective
script, for further automatic detection within the tool. A user manually classifies a script as defective
or not (either to fine-tune the predictor, or just to add new training data). The IDE dispatches the
control to the defect prediction tool which updates the existing training data with the new information.
Then, it re-trains the model(s) based on the new training set.
Usage scenario 6: Update prediction. The use case differs from “Add new defects” as the user
manually updates the classification to correct it to fine-tune the predictor or adjust the training data.
Usage scenario 7: Train and test model. The defect prediction tool gets an IaC script, extracts
metrics from it and stores the relevant information in the training data. Then it trains the model with
the augmented training data, tests it, and stores the new model(s) to be used next.

6.3.

WP4

The set of requirements related to the tools developed within WP4 are listed in the companion
document, Section 4. The subsections below report the use cases related to each of these tools.
6.3.1.

CDL and Verification Tool

Figure 6.5 depicts the use cases for the CDL and corresponding verification tool, which are integrated
into the RADON IDE.
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Figure 6.5 Verification tool use case diagram.

Usage scenario 1: Update CDL specification (RADON IDE). The RADON IDE will allow the
user to manually edit and extend the CDL specification. This will be a simple text editor.
Usage scenario 2: Add example (RADON IDE). A RADON user will be able to use the RADON
IDE to add an example for the learning process. The user will input a message chart in the form of a
UML sequence diagram and label it as either a valid or an invalid execution.
Usage scenario 3: Verify CDL specification and TOSCA model (RADON IDE). A RADON user
will be able to use the RADON IDE to request that it is verified that the TOSCA model conforms to
the constraints in the CDL specification. The IDE will call the “Verify CDL specification and
TOSCA model” method of the verification tool, which will process the request.
Usage scenario 4: Request correction to TOSCA model (RADON IDE). The RADON IDE will
enable a RADON user to request a correction to the TOSCA model in the case that a previous call to
the verification tool has found that the TOSCA model does not conform to the constraints in the CDL
specification. The IDE will call the “Search for correction to TOSCA model” method of the
verification tool, which will process the request.
Usage scenario 5: Trigger CDL learning (RADON IDE). The RADON IDE will allow a RADON
user to trigger the learning with all examples that have been added so far using the RADON IDE
Page 56 of 75

Deliverable 2.1: Initial requirements and baselines

method “Add example”. The IDE will call the verification tool method “Learn CDL specification”
and will update the CDL specification with the new learned CDL specification.
Usage scenario 6: Verify CDL specification and TOSCA model (Verification Tool). The
verification tool will be able to verify that a given TOSCA model conforms to a given CDL
specification.
Usage scenario 7: Search for correction to TOSCA model (Verification Tool). Given a CDL
specification and a TOSCA model which does not conform to the CDL specification, the verification
tool will be able to search for a correction to the TOSCA model such that it does conform to the CDL
specification.
Usage scenario 8: Learn CDL specification (Verification Tool). Given a partial CDL specification
and a set of examples of UML sequence diagrams representing (and labelled as) valid and invalid
traces, the verification tool will be able to learn an extended CDL specification which is consistent
with the valid traces and rules out the invalid traces.
6.3.2.

Graphical Modeling Tool

The UML use case diagram on Figure 6.6 focuses on the modelling aspects of the envisioned
developer’s workflow that spans multiple tools and is based on Eclipse Che and Eclipse Winery.
RADON IDE is based on Eclipse Che and RADON Graphical Modeling Tool is based on Eclipse
Winery.
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Figure 6.6 Graphical Modeling tool use case diagram.

Usage scenario 1: Launch modelling tool. The interaction starts when developer uses the IDE to
create a new development workspace. With the help of a respective Eclipse Che plugin, this request
also launches the graphical modelling tool that allows modifying existing templates repository by
creating/updating/deleting reusable RADON application components. Application developer is now
able to create new application blueprints and work with them by means of both, IDE and the graphical
modelling tool.
Usage scenario 2: Model application topologies. Working with application blueprints combines
graphical modelling of application topologies by dragging and dropping respective reusable types
from the type palette available in the GUI of the graphical modelling tool and working with modelrelated code by means of the IDE.
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Usage scenario 3: Model non-functional requirements and constraints. Additional information
such as constraints described by means of a Constraint Definition Language (CDL), node-specific
properties and non-functional requirements, e.g., modelled in a form of TOSCA policies, can be
specified using either the IDE or the graphical modelling tool. The resulting application model can
be further processed by other RADON tools, including decomposition, defect prediction, verification,
or continuous testing tools triggered by the RADON IDE.
Usage scenario 4: Create/Modify/Delete RADON reusable types. Using the management UI,
modelers are able to create reusable RADON types, e.g., representing FaaS functions or components
of data pipelines that can be used for composing RADON models.
Usage scenario 5: Export orchestrator-ready blueprints. The graphical modelling environment
as well as the RADON IDE will support the export of modelled applications in a TOSCA-compliant
format (TOSCA v1.2), which can be passed as an input to the RADON orchestrator.
Usage scenario 6: Edit artifacts code in IDE. As a part of the process, developers will be able to
attach deployment artifacts to modelled nodes of the topology, e.g., attaching the function source
code to the node type Function, and switch between IDE and the graphical modelling tool by means
of double clicking on the respective artifact. The IDE is then used for developing chosen artifacts,
e.g., Java or Python functions. However, the artifacts development can be completely decoupled from
the GMT in case IDE is used directly for creating or modifying the respective business logic.

6.4.

WP5

The set of requirements related to the tools developed within WP5 are listed in the companion
document, Section 5. The use case diagram on Figure 6.7 illustrates the usage scenarios covering part
of the Delivery Toolchain, focusing on Template library and Orchestrator.
The RADON user will mainly interact with GUI and IDE environment in the process of planning
and designing the application. When application will be ready for deployment - in any environment
(staging, production, testing) - RADON IDE will initiate the CSAR generation and application
lifecycle management procedures, which is described with the following UML diagram:
Usage scenario 1: Template management - Template library. The IDE is accessing application
templates from template library. In this step the required application specific information to create
appropriate CSAR is collected. When the IDE receives all templates and creates the CSAR, this could
be used for the second use case based around the orchestrator.
Usage scenario 2: Template management - FaaS abstraction layer. The IDE is accessing the
provider specific templates from FaaS abstraction layer. This step gathers the required target provider
specific modules to create appropriate CSAR.
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Usage scenario 3: Orchestration – App Lifecycle. The orchestrator manages the application
lifecycle and sets corresponding monitoring system (Monitoring). The orchestrator takes CSAR as
an input and makes corresponding actions described in the following use cases.
Usage scenario 4: Deploy. The deployment is an application lifecycle process that create and
configure initial instances of the application on the targeted infrastructure provider. The goal of the
deployment is a running application with all modules and services properly interacting with each
other.
Usage scenario 5: Scale. Scaling is an application lifecycle process that is initiated when a particular
requirement threshold is reached, demanding the change of the application resource. When scale is
triggered a special pre- and -post scale operations are triggered to guarantee the uninterruptible
application runtime.
Usage scenario 6: Deactivate. At the end of the application lifecycle an appropriate workflow
performs the deactivation of the application. The workflow steps must tear down all the application
instances and appropriately process (store or delete) all the data managed by the application. Finally,
a check that no part of the application running is performed.
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Figure 6.7 Orchestrator use case diagram.

6.5.

WP6

This section describes the set of requirements related to the three industrial use cases involved in the
validation activities of WP6. The requirements related to the Ambient Assisted Living Use Case,
Travel Technology Use Case, Managed DevOps Use Case are listed in the companion document, in
Sections 6, 7 and 8, respectively.
An overview of each industrial use case is provided below.
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6.5.1.

Ambient Assisted Living Use Case (ENG)

In the context of assisted living in home environments, the use of health technologies is growing in
order to provide physical and cognitive assistance to the elderly in the common tasks of daily home
living.
SARA (Socially Assistive Robotic Solution for Mild Cognitive Impairment or mild Alzheimer’s
disease) is the ENG solution in the healthcare domain for ambient assisted living running on a cloudenabled middleware called CLOE-IoT. It is a distributed application that integrates robotic and IoT
technologies in order to provide health monitoring and assistance in daily living tasks to the elderly
(and their caregivers), helping them to maintain their autonomy longer and delay the need for
social/health service interventions. The SARA system coordinates the following computing nodes: a
Smart Phone that acts as hub of a Body Area Network (BAN) of wearables (e.g. sensors and
identification tags carried or worn on the patient’s person) for fall detection, fall risk assessment and
other mobility related data; a Robotic Rollator (RR) providing physical support for the patient and
offering patient monitoring and autonomous navigation capabilities; a Robotic Assistant (RA)
connected to a network of embedded devices and services for monitoring the patient’s activities,
health status and for supporting the notification/reminder of upcoming treatments (e.g. medication,
training schedules); a Smart Environment Gateway acting as a hub of smart devices embedded in the
local physical environment in support of patient monitoring and rollator navigation functions.
The RADON framework and its tools will be applied to the SARA distributed application mainly to
achieve the following goals:
● To capture through the modelling tools the event-driven environment of the use case (e.g. fall
detection events) in order to accelerate the delivery and update of services in the
heterogeneous IoT devices of the SARA environment;
● To quantify the benefits of use serverless FaaS in this IoT context searching for an optimal
deployment solution of the CloE-IoT middleware in order to increase its capacity;
● To ensure the delivery of the intended security, performance and reliabilities requirements in
this IoT ambient.
The RADON requirements related to the Ambient Assisted Living use case are listed on companion
document, in Section 6.
Actors. The Actors involved on this Ambient Assisted Living use are:
● Patient: the beneficiary of the SARA distributed application;
● Caregiver: is a family member or paid helper who regularly looks after the Patient daily
needs;
● Health Organization: is an institution providing medical treatment to patients, primarily
concerned with governance of the service;
● Medical Expert: is a professional expert employed by the Health Organization;
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● Call-Centre: is a round the clock (24/7) service for handling incidents (alerts, warnings or
calls for assistance) reported either directly by the Patient or automatically by the SARA
system;
● Call-Centre Operator: is a nurse responsible for providing immediate assistance to Patients
following alerts, warnings and/or calls for assistance raised with the Call-Centre.
Presentation of User Stories. Use case diagram on Figure 6.8 illustrates the usage scenarios for the
SARA application.

Figure 6.8 SARA application use case diagram.

Usage scenario 1: Authentication
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The actors involved in the SARA application must be authenticated in order to perform their activities
due to the highly personal and sensitive data exchanged in the system.
Usage scenario 2: System Configuration
The Medical Expert (e.g. the General Practitioner) defines and registers the system configuration for
a given Patient such as the specific SARA components to supply and their (general) configuration
parameters.
Usage scenario 3: Activity Monitoring
The Medical Expert defines and registers the ‘daily activity rules’ for a given Patient. The SARA
system continuously monitors the Patient's daily activities, which include key activities of daily living
(e.g. walking, sleeping, eating, using the bathroom) as well as specific treatment-related activities
such as taking prescribed medication and performing cognitive/physical exercises. The system
validates the Patient's monitored activities against the pre-scribed rules and based on the validation
recommends activities to the Patient (e.g. to take medicine, to perform cognitive/physical exercises).
Usage scenario 4: Cognitive Rehabilitation
The Patient can request to start a cognitive rehabilitation exercise and, with the assistance and
supervision of the RA, he performs the cognitive rehabilitation exercise. Various exercises are
available, involving different modes of Patient-RA interaction.
Usage scenario 5: Incident Monitoring
The SARA system continuously monitors Patient health indicators (e.g. vital signs, gait/posture,
verbal utterances) for anomalies and signs of distress. In case of anomaly/stress it raises an alert.
Usage scenario 6: Manage a Medical Alert
Once an alert is raised (e.g. a Patient’s fall is detected) the system sends an alert notification to the
Call-Centre. The alert message is dispatched to a Call-Centre Operator that will manage it. In
particular, the Call-Centre Operator retrieves the clinical information of the Patient and, with also the
fall alert information, can decide to contact the Patient’s Caregiver or to request a medical assistance
(e.g. a medical expert accesses the most recent logs of monitored bio-medical data for the Patient).
Moreover, the Call-Centre Operator can decide to have a visual verification of the situation using a
telepresence session with the Patient via the system and the RA. The telepresence requires the realtime bi-directional transmission of high-quality audio-visual data.
Usage scenario 7: Remote Medical Check
The Medical Expert remotely accesses the Patient's BAN (and/or RA and RR) to receive real-time
streaming of monitored bio-medical data from the Patient.
Usage scenario 8: Manage User Registry
The Health organization is responsible to register Medical Experts and Call-Centre operators to the
SARA system.
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Non-Functional constraints. The SARA system presents different security and performance
requirements must be addressed due to its critical role played in the life of the elderly. The system is
embedded in the home and is an intimate part of an elderly person’s daily life, with continuous access
to highly personal and sensitive data about their ongoing activities and state of health. In particular,
the system must be secured from malicious intrusion, must respect a citizen’s privacy, especially the
exchange and storage sensitive health-related data.
The key security and privacy requirements of SARA are:
● All personal data (e.g. medical records, monitored Body Area Network data) must be securely
encrypted with protected access only by authorized and authenticated individuals and/or
system processes;
● All communications involving personal data must be securely encrypted with authenticated
endpoints;
● The treatment of patient health data must comply with healthcare domain standards and
national and international regulations concerning security and privacy.
SARA is a distributed application where different computing entities continuously communicate and
synchronize their activities to collectively generate the overall functionality of the system. At the
same time, many of these distributed computations, due to their near real-time nature, are subject to
strong time constraints which can only be met by a network infrastructure capable of guaranteeing
low latency, reliable communications between all participating components.
The key performance and reliability requirements of SARA are:
● During the stream video session established between the Call Centre Operator and the
Patient’s Robotic Assistant a real-time communication must be guaranteed;
● The alert messages sent to the Call-Centre must be received with low-latency;
6.5.2.

Managed DevOps use case (PRQ)

The Managed DevOps use case will be split up into two distinct cases: Cloud Platform and Serverless
Artifact Manager. They are both based on serverless technology and are developed with a focus on
Managed DevOps.
Cloud Platform. Praqma’s ambitions in this domain is to make a portfolio of tools which will enable
developers in taking ownership of the cloud infrastructure. Avoiding scenarios where a cloud ops
becomes a bottleneck for providing the necessary resources. A Cloud Monitoring service powered
by FaaS will deliver a set of functions that provide developers and operations with overview and trust
in order to adopt the agile methodology into the cloud. The set of functions will mainly be focused
around visibility, security and cost savings. Figure 6.9 illustrates the usage scenarios of this
application with a use case diagram.
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The Radon Framework becomes relevant as a provider of relevant tools. Winery will become useful
in the development process and for graphical illustrations. We will use the Defect Prediction tool
when testing the Functions. Lastly, xOpera will help us with deploying this service.
Actors
Developers: The developers will benefit with more freedom in governing their own infrastructure.
No more change request for new resources.
Operations: The ops will benefit in not having to deal with basic tasks. Rather focusing on the
increased complexity of security, cost and visibility, when dealing with cloud.
Team Lead: Each team of developers has a team lead. This role is often the connection between the
team and the product owner. The Team Lead will handle areas above the day to day development
and below the general operations tasks.
Company: According to the Puppet State of DevOps report, companies that have embraced the
DevOps methodology, has seen an increase in productivity and increased market share.
Cloud Monitoring user stories. The following scenario describes a collection of services that will
try to address some of the problems faced by companies moving to the cloud. These services provide
an organization with a safe internet when allowing teams to maintain their own resources. With this
scenario, we will address the following KPI:
“Define a library of >= 15 serverless based function for log-based and state-based analysis of
security and privacy rules in collaborative DevOps environments”.
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Figure 6.9: Use case diagram for the Cloud Platform application.

Usage scenario 1: Summary of expenditures notified on mail/slack etc. Keeping track of
expenditure can be useful, not only for the cloud admin, but also teams or a single user. Emphasizing
the focus on ownership and responsibility. Implementation: weekly cron job calculates cost and sends
a notification on either slack or email.
Usage scenario 2: Compliance with company tag policy. The practice of tagging resources is very
useful but can be hard to maintain. Mandatory tags for a company can be ‘purpose’, ‘created_by’ and
‘email’. Implementation: Function triggered upon creation of new resource. Checks if necessary tags
are provided. Otherwise notifies admin.
Usage scenario 3: Overview of ownership. Having an overview of which resources belongs to
which person is hard. This leads to machines being created for temporary purpose and then forgotten.
This function will be dependent on the 2. scenario. Implementation: weekly cron job list all running
machines and checks who created it. Will notify all users of which resources he/she owns.
Usage scenario 4: Avoid paying for idle machines. Idle machines in an unnecessary expenditure
for any company. When deleting the instance is not an option, a good alternative is to stop the
machine but still keep it available.Implementation: A daily cron job traverse every running machine
and check if time of last ssh connection > 3 days. Then stops the machine + notifies owner.
Page 67 of 75

Deliverable 2.1: Initial requirements and baselines

Usage scenario 5: Utilization of resources. When selecting a machine type, it is not always obvious
how much memory or cpu is needed. In addition, when you have first created an instance type,
changing the type would mean extra work of setting up a new machine with the necessary settings.
Implementation: cron function checks if CPU and memory usage spikes is below 80 % of capacity.
If true - suggest a machine with either less cpu or memory.
Usage scenario 6: Avoiding over privileged users. Although DevOps is encouraging to trusting
developers with access to infrastructure, some hierarchy is always preferred. Having unnecessary
privileges in a project can lead to human errors that otherwise could have been avoided.
Implementation: weekly cron job goes through users and sends email to admin about subscription
rights and roles.
Usage scenario 7: Error reports. All errors may end up in logs, but if not knowing what to look for
or where to look, then important feedback may be lost. Implementation: Create a function that will
trigger if log type is type == error. Then sends the error message to a message queue.
Usage scenario 8: Serverless Artifact Manager. Introducing an artifact manager in the daily
development routine is getting more and more common. The increased popularity comes from the
many benefits it brings to the development process; easy pull and push of reusable components,
versioned overviews of releases, avoiding binaries in git to mention a few of them. According to
many of PRQ customers, the same Artifact Manager is also a major pain point in the daily
development. The need for huge storage load, massive traffic load and problems with scalability,
causes numerous hours of support and maintenance. With this as backdrop, we think that an Artifact
Manager could be a well suited domain for serverless technology. With highly scalable managed
storage, multi-connectivity, function driven API and a set of functions to update the metadata of the
artifacts. This serverless Artifact Manager will in practice be a continuation of the Function Hub. Or
with other words, Function Hub being a subset of the artifact manager. Figure 6.10 illustrates the
usage scenarios of this application with a use case diagram.
Actors
Developer. The end user of the Artifact Manager. With general permissions to push/pull and create
repositories.
Admin. The maintainer of the Artifact Manager. Is responsible for deploying and maintaining.
Artifact Manager user stories. These scenarios highlight the functionality of the Serverless Artifact
Manager.
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Figure 6.10: Use case diagram for the Artifact Manager application.

Usage scenario 1: Creating an organization. The API gateway forwards you to a function-based
web page where you can do the initial settings for your company.
Usage scenario 2: Adding new repositories. The API gateway forwards you to a function-based
web page where you can create new repositories. This in turn will trigger a function that will add the
repository. (In practice a bucket folder)
Usage scenario 3: Add new Artifacts through CLI. S3 triggered function on request ==putObject.
Function will go to DynamoDB and see if the artifact name is already present. If not create a new
entry in the database with the following values: Project name, Project URL, License, Description of
the project, Group and Artifact ID, Version, Dependencies, Download count.
Usage scenario 4: Resolving Artifacts through CLI. Whenever an artifact has a request type ==
getObject, S3 will trigger a function that adds count +1 to ‘Download count’ of that specific
ArtifactID.
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Usage scenario 5: Browse the content of Artifact Manager. The API gateway forwards you to a
functions based web page that allows you to traverse the tree folder structure of your repositories.
Non-functional requirements. For this product to challenge the existing providers like Artifactory
and Nexus, it needs to address some important pain points.
Connectivity: The defaultThread of simultaneous connections with Artifactory is 100 (per/s), with
a maxThread of 200. With S3 we aim towards at least a twofold of the maxThread value, which is
reasonable according to its documentation.
Memory: Once assigned a machine, increasing the allocated memory is hard. With a serverless
options this not a concern due to the default autoscaling nature.
Storage Capacity: In general, storage is not a major pain point. But self hosted instances has been
reported to run slowly with accumulated content > 10 terabytes.
Disaster recovery: Our solution should provide easy, stable and predictable backups. One important
feature of cloud is the support for multi-regional replicas.
In addition to these internal requirements, Radon also provides guidelines for scalability. From the
proposal, one KPI of relevance is: “>= 1 characterization study of the scalability of the Orbit
function-hub as the number of stored functions grows”
6.5.3.

Travel technology Use Case (ATC)

The RADON requirements related to this use case are presATC currently operates the Viarota mobile
application (developed for Android and iOS devices) to facilitate the needs of the travel and tourism
sector. Viarota targets the whole lifecycle of personalized city tour planning and execution. It uses
state-of-the-art technologies to provide a modern m-Tourism solution. This solution offers a
personalised experience, which builds on users’ dynamically built travel and cultural preferences.
Specifically, the development of new travel experiences is unfold on the grounds of personalized city
break routes, which combines the individual’s touristic profile, the city transportation network and
the places of interest (POIs). The resulting routes offer the opportunity for a relaxed approach when
travelling around a city. These can be flexible enough in terms of allowing tourists modifying the
automatically proposed routes. The use of proprietary and quality datasets for the POIs personalizes
the routes by offering Viarota a way to analyse the features of these POIs.
Within RADON, we aim to expand the development of personalised routes with the provision of a
commercial collaboration solution offering, in which Viarota will be open to actors of loyalty-like
programs. Such actors will be able to add their own proprietary dataset of POIs for a certain
destination and establish synergies with collaborating organisations (collaborators) in the travel and
tourism sector, through the Viarota platform. For a specific actor, a community of collaborators will
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be able to make offers to individual visitors (tourists and travellers), who will have subscribed to the
loyalty programme of the associated actor.
The RADON framework and its tools will be applied to the Viarota application to achieve the
following goals:
● To demonstrate the ability of the RADON tools to model the environment of the Viarota
application and identify more than ten new serverless functions and microservices;
● To demonstrate the ability of the RADON tools to fully design, orchestrate and monitor the
lifecycle of more than five data pipelines in the resulting prototype of this use case;
● To demonstrate the ability of the RADON tools to design and operate at least one cross-cloud
data pipelines consisting of at least three different RADON-supported FaaS platforms;
● To test the responsiveness of the modelling environment to facilitate the needs of two
concurrent teams in using the RADON modelling services.
Actors: Viarota involves the following actors:
-

-

Visitor: this actor requests for personalised routes from the Viarota application and receives
offers for local products and/or services.
City Authority: this actor can insert open data POIs into the platform and create suggestions
for city break routes.
Program operator: this actor manages a loyalty scheme by inserting proprietary POI
datasets, and establishing collaborations with different organisations that offer local products
and services.
Collaborator: this actor is engaged with one or more loyalty schemes to provide offers about
their touristic products and/or services to the visitors.

Presentation of User Stories. Use case diagram on Figure 6.11 presents the scenarios of use for the
Viarota application.
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Figure 6.11: Use case diagram for the Viarota platform.

These scenarios of use refer to two major Viarota user stories with respect to the development of
personalised routes and the provision of a loyalty-based service for visitors. These scenarios are
elaborated in the following lines.
Building personalized city break routes. This scenario allows an authenticated Visitor
(Authentication) to request for a city break route (Request Personalised Route), which is proposed
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(Create Route), according to personalised characteristics. These can refer to the preferred POI
categories (and subcategories, like a restaurant with Mediterranean cuisine) - (Get POIs per
Category), the time period that the user wants to visit a POI (morning, after lunch, afternoon, etc.),
and the preferred mobility option (walking, driving, public transportation, or cycling), which are used
to calculate the distance between two POIs (Optimise Route).
In this scenario, a City Authority can use Viarota to suggest city break routes, according to the
values and the places that they want to promote. The Visitor can then select one or more from these
suggestions (Get Suggested Routes) and customise these routes, according to their preferences.
Building a loyalty-based service. This scenario relates to the presentation of new features for the
Viarota solution. The scenario is tightly coupled to the already implemented one for building
personalised city break routes, in the sense that the route integrates offers into the personalised routes.
This is a new scenario that we intend to develop in the context of the RADON project, in which we
need to extend the software for enabling the addition of quality-checked POIs (Insert POIs) that
belong to an actor of a loyalty program (Program Operator). For each actor, the Viarota solution
should allow the development of the network of Collaborators, who will promote offers of their
products and services (Submit an Offer) for a specific Program Operator, in the context of
personalised routes. Once a Visitor joins a loyalty program (Join Program), the Viarota application
will unlock the proprietary set of POIs for this Visitor and allow him/her to consume the offers
provided by the collaborating organisations (Select Offer). This will be enabled by issuing an
electronic coupon/verification code that the traveller will present through his/her mobile app to the
collaborator in order to receive the offer. Once the transaction is performed (Process Transaction),
the Visitors will be able to provide their feedback (Submit Feedback) on the POIs they visited and
the offers they received. This feedback will be analysed by the Program Operators (Get Statistics)
jointly with what is said about the POIs on various Internet sources (i.e. social media, blogs, and
news portals) and the user travel and cultural experiences in these POIs (Collect Comments Online),
so that the actors can assess the quality of the collaborator service.
Non-functional constraints. From a non-functional perspective, this use case implies the following
performance constraints, jointly for the two scenarios we presented:
-

-

The number of requests for new routes that can be facilitated at any time (performance
efficiency/capacity - load scalability), even in case of the presence of errors (reliability/fault
tolerance),
The ability to run multiple instances of route development process (performance
efficiency/capacity of the relevant component) to provide the optimal one.
The applicability of route development algorithm for different types of POIs and offers for
commercial products and services (maintainability/ reusability)
The memory and processing requirements for supporting multiple mobile users getting access to
the offers in a certain loyalty program (performance efficiency/resource utilisation)
Collecting data in a timely manner (performance efficiency/time behaviour - latency
introduced in the implementation of the collection process), offering parallel collection streams
to support data aggregation (performance efficiency/capacity of the pre-processing phase).
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In terms of privacy and security, this use case poses for the following constraints:
- Providing access control for enabling user feedback on a POI (security/confidentiality) only if
the transaction between the mobile user and the collaborator has been verified.
- The security concerns for analysing the user feedback on POIs by the actors only (access control)
without revealing the identity of the mobile user (privacy).
- Access to the profiling data only from one component (security/confidentiality) and only for
filtering the available route development options in an anonymised way (privacy).
- Providing access control for the proprietary set of POIs (security/confidentiality), so that only
the user that has engaged with the loyalty program of the actor owning this dataset can retrieve
them in their routes.

7.

Conclusions

The deliverable presents the key technologies, reference architectures, and DevOps methods and
tools that will be made available to the RADON end users, through a running case of a “thumbnail
generation” serverless application. The deliverable also presents the identified requirements and
usage scenarios for the RADON tools as well as for the three industrial use case scenarios that will
be developed to validate them. The document also discusses the positioning of RADON with respect
to existing codebases, industrial needs, and the serverless technology landscape.
Given that the initial requirements have been identified, the consortium will work at their realization
as part of the project. The requirements of the RADON tools and usage scenarios will be consolidated
further and will be presented in the D2.2 as the final requirements of RADON in M18.
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